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EXECUTIVE SUMMARY 

 
The acoustics of the speech-sounds s and z in the first questioned utterance – this cunt is 

absolutely fuckin’ bonkers – are compared with the s and z sounds of the three suspects in 

a case involving the blowing up of a car. A likelihood ratio-based analysis indicates both 

the questioned s and z acoustics are more likely assuming C said the utterance, rather 

than either of the other two (K, M). Illustrations are given of how to derive the posterior 

probability that C said the utterance from the likelihood ratio and a prior. Assuming flat 

priors, for example, the strength of evidence obtained suggests a posterior probability of 

around 90% that C said the questioned utterance. 
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1.0 Introduction 

1.1 Background  

On 10
th

 November 2016 DSC Galvin of Wagga Criminal Investigation Unit emailed some members of the 

ASSTA Forensic Speech Science Committee requesting help with a forensic voice comparison (FVC) 

involving the video of a car-bombing recorded on a mobile phone. There were three, and only three, voices 

of interest. I discussed the matter in a phone call with DSC Galvin and suggested the usual preliminary 

assessment of its suitability for FVC. DSC Galvin accepted the proposal by email on November 16
th

.  He 

attached the questioned video, as well as a screen-dump from a mobile, but said he would forward the 

interviews of the three relevant persons by snail-mail as they were too big to send by email. I took 

possession of these recordings on 23
rd

 November. 

 

The incident involves the blowing-up of a car by a timed device placed under it by what is agreed is a 

single offender. It is established that only three individuals were involved, including the offender. These I 

will refer to as K (for K), M (M), and C (C). The incident was videoed on a mobile phone by one of these 

three. At the time the recoding starts, it is agreed that two of the three are inside another stationary car 

looking on, and the offender is outside laying the explosive device. The offender then rejoins the other two. 

The mobile phone video contains recordings of several short utterances, both before and after the time the 

offender returns to the car as indicated by a putative car door noise. 

 

1.2  Questioned data: hypotheses 

It is clear, firstly, that the crucial utterances are those recorded before the offender returns to the car. 

Because to the extent that the speaker(s) of these utterances can be identified means that they were in the 

car at the time the bomb was planted and can be excluded. (This is therefore rather an unusual case of 

forensic voice comparison where the aim is to test exoneration by identification rather than inculpation.) 

Furthermore, there appear to be no utterances after the offender returns to the car which are incriminating 

by content. This means that, although DSC Galvin informed me Prosecution would like to be able to 

identify the speakers of these utterances, this is not crucial. I will therefore focus on the utterances before 

the offender returns to the car. There are three of these utterances, one of which can be discounted because 

it is extremely short (it is not really even clear whether it is a vocalisation). 

 

It is agreed there are only two individuals in the car who could have made the recording. However, since 

we do not know which two of the three were in the car at the time the bomb was planted, the logical 

structure of the task remains one of a choice, not between two, but between three speakers.  

 

There are thus three hypotheses: 

 HM: M is the offender. Therefore the voice recordings before he returns must be attributable to 

either C or K. 

 HC: C is the offender. Therefore the voice recordings before he returns must be attributable to 

either M or K.   

 HK: K is the offender. Therefore the voice recordings before he returns must be attributable to 

either C or M.   

 

The protagonists have differing accounts of the incident.  

M maintains:  

(1) he sat in the back of the car the whole time and said nothing; 

(2) C was the offender laying the explosive and returning to the car; and 

(3) K was in the front seat of the car and made the recordings while C was outside the car (this also 

follows from 1 and 2).  

  

K maintains: 

(1) M set the explosive; and 

(2) C sat in the back of the car and made the recordings while M was outside the car; and  

(3) He (K) sat in the driver’s seat. 
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C maintains: 

(1) He made the recordings from the back of the car while the offender, who he refuses to name, was 

outside laying the explosive; and 

(2) K sat in the front seat. 

 

There are varying and to a certain extent contradictory accounts of who says what after the perpetrator 

returns to the car. 

 

The police wish to determine to what extent the recorded utterances can be matched to the voices of K M 

and C in subsequent police interviews.  

 

The aim of this report is to see whether it is possible to assess the strength of the voice evidence in favour 

of the hypotheses HM HC HK, and if so, to do so. 

 

1.3 Structure of report 

The report has the following structure. Section 2 contains a description of the questioned data, and 

discusses possible approaches in the light of its content, quality and quantity. Section 3 contains a 

description of the quantity and quality of the known data: the police interviews of C, K and M. Section 4 

describes the forensic voice comparison between the suspects’ s sound and the questioned s in absolutely. 

Section 5 describes the validation of the analysis and calibration of the s results. Section 6 describes the 

forensic voice comparison between the suspects’ z sounds and the questioned z in bonkers. Section 7 

describes the validation and calibration for z. Section 8 addresses prior and posterior probabilities. Section 

9 contains a summary. 

 

These are highly technical analyses. The reader might like to skip the technical details in sections 4 through 

8 and go after section 3, or indeed right now, to the summary in section 9. 

 

 

2.0  Questioned data 

2.1 Preliminary procedure 

DSC Galvin emailed me on 16
th

 November a .MOV file IMG_2489.MOV of the mobile phone video. I 

ripped the audio to a .wav file with Smart Audio Converter assuming a sampling frequency of 41.5 kHz. 

This gave an audio file of 81.22 seconds duration, which corresponds well to the specified 1:21 minutes 

duration of the video. I saved the file as IMG_2489.wav. 

 

2.2 Questioned data: content 

I listened to the recording with Praat and transcribed the utterances orthographically. DSC Galvin had 

indicated in his emails some of what he had heard. I could not avoid reading what he thought the first 

utterance was, but ignored the rest to avoid priming until after I had transcribed the questioned data. What I 

heard is shown in table 2.1, where the separate events are referenced on the left. Speech was saved as 

separate .wav files. Important things to note from table 2.1 are: 

 

 The sounds at 4 are presumably associated with the offender’s return to the car. This means the 

utterances at 1, 2 and 3 occur before the offender returns.  

 In the video a small point of light appears at about the same time as the first utterance.  

 The small point of light remains relatively stable over the first two utterances compared to its 

movement later. 

 For some utterances after the return of the offender it is possible to distinguish on the basis of their 

amplitude a proximate and a distant speaker. Assuming that the phone was not swapped between 

speakers this would indicate a change of speaker. The first two utterances have aboutt the same 

loudness. 

 What looks like receding street lamps are visible after the car drives off (at about utterances 7 and 

8). Their movement suggest that this part of the video might have been taken through the car’s rear 

window.  
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 There is possibly the sound of the car stopping at 13. 

 The flash of the explosion can be seen at about the end of utterance 22. 

 

2.3 Questioned data: quality 

Figure 2.1 shows a wideband spectrogram with 60dB dynamic range of the audio from the whole duration 

of the mobile phone video. The upper limit was set in Praat at 18.5 kHz, but energy disappears at about 

18.0 kHz. It can be seen that the recording lasts for about 82 seconds. The portion between about sec. 33 

and sec. 61 with increased energy below about 2 kHz corresponds to the sound of the car driving away. The 

portion of slightly higher energy centered around ca. sec 15 corresponds to the first audible utterance this 

cunt … , and the slightly lower energy portion immediately after, centered at ca. sec 19, is the second 

utterance ever blow up … .  

 

Table 2.1  Orthographic transcription of recording. Square brackets enclose my comments. Other 

bracketed portions are unclear / of poor quality,.   

 

ref  

1  This cunt is absolutely FFUCKing bonkers [sotto voce] 

2  Ever (blow/blew) up a car before people?  

3  Huh [surprise] 

4  Sound of movement, then increase in amplitude [< car door opening?], then 3 percussive 

noises and a final low-frequency bump. 

5  Two percussive sounds. Sound of car driving off. 

6  It’s not going to go! [less loud > speaker more distant from phone] 

7  It will [voice proximate to the phone] 

8  It’s got ages to go to the wick [less loud > speaker more distant from phone] 

9  I don’t know it’s getting fucking bigger [voice proximate to the phone] 

10 Percussive noise 

11 Surely [voice proximate to the phone] 

12 Keep goin’ [voice proximate to the phone] 

13 Sound of something decreasing in frequency. [< perhaps the car stopping]. 

14 [?slats] 

15 Squeaky noise 

16 Nah [voice proximate to the phone] 

17 Yeah I can see (it) + percussive noise [voice proximate to the phone] 

18 No let … Ky don’t be fucking reverse lights on you queer cunt [voice proximate to the 

phone] 

19 You’re a fucking idiot mate [voice proximate to the phone] 

20 Take (the/yer) handbrake off [voice proximate to the phone] 

21 mm 

22 I dunno bro [voice proximate to the phone] 

23 Percussive noise 

24 O fuck go go 

25 Fuck go Ky 

26 Oh my god man you fuck.. 

 

 

file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_1.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_2.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_3.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_4.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_5.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_6.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_7.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_8.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_9.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_10.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_11.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_12.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_16.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_17.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_18.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_19.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_20.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_21.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_22.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_24.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_25.wav
file:///C:/Users/Philip/Documents/Forensics/Case-work/Galvin/IMG_2489_26.wav
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Figure 2.1 Wideband 

spectrogram to 18 

kHz of the audio from 

the questioned video. 

X-axis = duration 

(csec.), y-axis = 

frequency (Hz). 

 

 

There appears to be low frequency noise throughout. Figure 2.2 shows the spectrum of the recording during 

the quasi-quiescent portion from onset to the apparent transient at about sec. 10. The low frequency 

component can be seen. There is also a very narrow-band component just above 11 kHz. 

 

 
 

Figure 2.2 Long term spectrum of first 10 sec of questioned audio shown low frequency noise. X-axis = 

frequency (Hz), y-axis = amplitude (dB). 

 

Figure 2.3 shows a wideband spectrogram to 18 kHz of the first utterance this cunt is absolutely fucking 

bonkers. The noise associated with the alveolar fricatives /s/ and /z/ in absolutely and bonkers is very 

salient and extends from about 2.7 kHz to the upper frequency limit. The equally salient noise associated 

with the stressed /f/ in fucking also extends to the top of the frequency range from a slightly lower bound of 

about 2 kHz. The other two alveolar fricative tokens in this and is are not so salient.  

 

 

Figure 2.3 Spectrogram to 18 

kHz of first questioned 

utterance this cunt is 

absolutely bonkers showing 

durational and spectral extent 

of noise from alveolar and 

labiodental fricatives.  X-axis 

= duration (csec.), y-axis = 

frequency (Hz). 
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 A       

 

  B    

 

    C    

 

Figure 2.4 Spectrograms of first questioned utterance with superimposed formant centre-frequencies.  A = 

this cunt is; B = absolutely fucking; C = bonkers. X-axis = duration (csec.), y-axis = frequency (Hz). 

 

Figure 2.4 A - C shows spectrograms of the acoustic energy in the lower frequency regions of the utterance 

to inspect the vowel formant resolution. Formants have also been extracted (Burg: 5 below 4k A, B; 6 
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below 4k C) and superimposed. It can be seen that some formants/poles have been reasonably well 

extracted and can be identified: 

 

 P2 F3 and F4 in /i/ and /s/ in this 

 F2 in /a/ in cunt  

 F1 – F4 in // in absolutely 

 F2 F3 F4 in /s/ in absolutely 

 P1 – P5 in /f/ in fucking 

 F1 F2 in /a/ in fucking 

 F3 (?) in /i/ in fucking 

 F2 F3 F4 in /o/ in bonkers 

 F3 in // ([I]) in bonkers 

 F2 F3 F4 in /z/ ([]) in bonkers 

 

Since not all segments are equally promising in potential forensic voice comparison strength, however, it is 

sensible to initially take just two for comparison with the known C K and M voices: /s/ and /z/. Although 

this will be demonstrated in due course in sections 4 and 6 of this report, previous work
1
 suggests their 

spectrum as alveolar fricatives can be expected to have a certain amount of individual identifying 

information in the absence of telephone bandpass limiting, as here. This means that just the first questioned 

utterance will be examined. 

 

 

3.0 Known Data 

On 23
rd

 November I received by snail-mail three CDs from DSC Galvin, inscribed James C, William M, 

and Tyrone K.  They are shown in Figure 3.1. Each CD contained three folders named: AUDIO_TS, 

DVD_Data, and VIDEO_TS, the latter containing the relevant .VOB format files.  

 

I first watched the videos of the three interviews. I then ripped the .VOB files with Movavi to 16 bit 44.1 k 

stereo PCM .wav format audio files, and then converted these with Cool Edit to mono 16 bit 22050 Hz, 

renaming them as e.g. C_Interview_mono.wav. I then edited out as much as possible from each audio file to 

leave just the interviewee’s voice, and renamed the resulting audio files, e.g. C_Interview_voice.wav. These 

were the files I used for further acoustic analysis. 

 

 

3.1 C data 

3.1.1 Quantity The duration of C’s interview recording is about 43 mins, of which there is approximately 

10.5 minutes net C speech. This should be ample for supplying potential material for comparison.  

 

3.1.2 Quality The recording sounds to be of excellent quality. I suspect this may be due to some non-

reflectivity of the walls. The speaker is located reasonably near the microphone, although he gets closer 

from time to time. Figure 3.1 shows the long term average spectrum of C’s speech to the Nyquist of the 

resampled frequency. There is higher energy over the first 1 kHz, after which there is a gradual regular 

drop-off of about 4 dB/kHz. 

 

                                                 
1
 Wolf, J.J. (1972) ‘Efficient Acoustic Parameters for Speaker Recognition’. Journal of the Acoustic 

Society of America 51: 2044-2056. Nolan, F. (1975) Problems and Methods of Speaker Identification. 

Unpublished Dip. Linguistics Dissertation, Cambridge University. Hillcoat, T.O. (1994) An Evaluation of 

Selected Sibilant and Nasal Parameters for use in Forensic Speaker Identification. Unpublished Masters of 

Letters Dissertation, University of New England. 
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Figure 3.1 CDs with known data supplied. 

 

 

  
 

Figure 3.1 Long term average spectrum to 11.025 

kHz of C interview voice. 

X-axis = frequency (Hz), y- axis = amplitude (dB). 

 

Figure 3.2 Spectrogram to 4 kHz with superimposed 

formant centre-frequencies of C: a car. 

 X-axis = duration (csec.), y-axis = frequency (Hz). 
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Figure 3.2 shows a spectrogram with superimposed formant centre frequencies (Burg, 6 below 4 kHz) of 

C’s car in ever blow-up a car people. The first four formants are clear and well extracted. There is also 

extra energy between ca. 1.8 kHz and 2.5 kHz which may be one or more extra poles. Quantification of 

acoustics should not be a problem with recordings of this quality. 

 

 

3.2 K data 

3.2.1 Quantity The duration of K’s interview recording is about 47 mins, of which there is approximately 

19 minutes net K speech. This should be ample for supplying potential material for comparison.  

 

3.2.2 Quality K was recorded in the same location as C in Tumut, and the recording likewise sounds to be 

of excellent quality. The speaker is located reasonably near the microphone, but speaks with a fairly 

subdued voice throughout. He also has fairly lax supralaryngeal articulation – many of his /k/ tokens for 

example are realised as voiceless velar fricatives. Figure 3.3 shows the long term average spectrum of K’s 

speech to Nyquist. There is higher energy over the first 1 kHz, after which there is a gradual regular drop-

off of about 4 dB/kHz. The drop-off is sharper than C, at ca. 5 dB/kHz. There is probably no overall speech 

energy above 7 kHz.  

 

  

 

Figure 3.3 Long term average spectrum to 11.025 

kHz of K interview voice.  

X-axis = frequency (Hz), y- axis = amplitude (dB). 

 

 

Figure 3.4 Spectrogram to 4 kHz with 

superimposed formant centre-frequencies of K: 

the car (that). 

 X-axis = duration (csec.), y-axis = frequency 

(Hz). 

 

Figure 3.4 shows a spectrogram with superimposed formant centre frequencies (Burg, 5 below 4 kHz) of 

K’s car in … in the car that was. The first three formants are clear and well extracted. F4 is weak but is 

reasonably clearly extracted over part of its time-course. Quantification of acoustics should not be a 

problem with recordings of this quality. 

 

 

3.3 M data 

3.3.1 Quantity The duration of M’s interview is about 41 mins, of which there is approximately 6 minutes 

net M’s speech. This should be ample for supplying potential material for comparison.  

 

3.3.2 Quality M was recorded at a different location from K and C, in Wagga, and the recording sounds 

much more echoic. The speaker is located reasonably near the microphone. Figure 3.5 shows the long term 

average spectrum of M’s interview speech to Nyquist. The spectral profile is more complex than either K 

or M. There is higher energy over the first 1 kHz, after which there is fall to a shoulder from 1 kHz to ca 
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2.5 kHz, then another abrupt fall to ca.6 kHz, after which there is another abrupt fall to ca 8 kHz. There is 

probably no overall speech energy above 8 kHz. Quantification of acoustics will certainly be possible, but 

care might have to be taken with echoic artefacts. 

 

  
 

Figure 3.5  Long term average spectrum to 11.025 

kHz of M interview voice.  

X-axis = frequency (Hz), y- axis = amplitude (dB). 

 

 

Figure 3.6 Spectrogram to 4 kHz with 

superimposed formant centre-frequencies of M: a 

car (before).  X-axis = duration (csec.), y-axis = 

frequency (Hz). 

 

Figure 3.6 shows a spectrogram with superimposed formant centre frequencies (Burg, 6 below 4 kHz) of 

M’s car in a car before. Quantification of acoustics should not be a problem with recordings of this quality. 

 

 

4.0 Evaluation of s 

4.1 Procedure  
Recall that there were two tokens of [s] in the first questioned utterance, in this and absolutely, and that the 

second was fully enough articulated to be used for forensic voice comparison. Figure 4.1 shows the spectral 

acoustics (FFT and 14
th

 order LPC) of this questioned [s] to 8 kHz. The token is unremarkable. A clear F2 

is visible at ca. 1.7 kHz (from the back cavity resonance), and there is fairly high energy extending from the 

clear pole at ca. 3.5 kHz to ca. 6 kHz, after which there is a slight drop in amplitude of about 10 dB. 
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Figure 4.1 Spectral acoustics of questioned [s] in absolutely.   

X-axis = frequency (Hz.), y-axis = gain (dB). 

I compared the spectrum of the questioned [s] with comparable [s] tokens of C K and M taken from their 

police interviews. As with all likelihood ratio-based forensic voice comparison, the aim is to determine the 

probability of observing the questioned token’s properties (here, its spectrum) assuming that it had come 

from each of the three speakers. One can then estimate the strength of evidence (or likelihood ratio) in 

support of one speaker over another.  

 

In order to do this, the [s] spectra to 8 kHz were parameterised with linear prediction cepstral coefficients 

(LPCCs). This smooths the spectrum to an extent which facilitates comparison and I have already 

demonstrated that the so-called segmental cepstrum approach is forensically feasible
2
. Figure 4.2 shows the 

cepstral spectra of the individual tokens of each of the three speakers (in blue), and their mean cepstral 

spectrum (in red). The cepstral spectrum of the questioned token is also shown.  

 

   

 
 

Figure 4.2 Mean cepstral spectra to 8 kHz for [s] in C (top left), K (top right), M (bottom left) and 

questioned token.  X-axis = frequency (Hz.), y-axis = gain (dB). 

 

                                                 
2
 Rose, Phil. (2011). ‘Forensic Voice Comparison with Secular Shibboleths – a hybrid fused GMM-Multivariate 

likelihood-ratio-based approach using alveolo-palatal fricative cepstral spectra’.  Proc. International Conference on 

Acoustics Speech & Signal Processing , IEEE: 5900-5903. Rose (2013). ‘More is better: Likelihood ratio-based 

forensic voice comparison with vocalic segmental cepstra frontends’. Int'l Journal of Speech Language and the Law 

20/1: 77-116. 
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It is clear from figure 4.2 that K’s [s] spectrum differs considerably from both C and M, with a clear 

spectral peak at ca. 4 kHz and an abrupt drop thereafter. This relates to his tendency to whistle his [s]. C 

and M are more similar. Both plateau at about 4 kHz and start to drop-off at ca. 6 kHz, but M drops-off 

slightly earlier than C, at ca. 5.5 kHz, and drops further, thus having slightly less energy than C above ca. 6 

kHz.  He also has relatively more energy than C over about the first 2 kHz. If anything, the questioned 

spectrum tends to resemble C in its later and lesser fall; but it is not clearly more like either C or M.  

 

4.2 Results from comparison with raw CCs 

Similarity between the cepstral spectra was quantified with raw cepstral coefficient multivariate probability 

densities. These will be called “(multivariate probability density) scores” below. They were estimated using 

R’s mvdnorm for the questioned [s] against those of the three speakers. I did this for increasing 

combinations of cepstral coefficients from 2 through 8 (i.e. CC1 and CC2; CC1, CC2, and CC3; … CC1, 

… CC8.  

 

Table 4.1 gives the results. In table 4.1 one can see for example that when CCs 1 and 2 were used for 

comparison, the multivariate probability density score of the questioned token assuming C was 0.22… ; 

assuming K it was 5.25e-7, and assuming M it was 0.56… . Thus with the first two CCs one would be 

slightly more likely to get the questioned token assuming it came from M than from C. The log10 likelihood 

ratio for this comparison (LR C/M) is (log10[0.22/0.56] =) -0.4, indicating that one would be (1/(10
-0.4

) =) 

ca. 2.5 times more likely to observe the question token’s spectrum if it had come from M rather than C. All 

K’s scores are vanishingly small, indicating that you are far far more likely to get the observed questioned 

values assuming either C or M. From combinations of 3 CCs upwards, however, the likelihood ratio shifts 

very clearly to C, so that from 5 to all 8 CCs it appears that there is enormous support for the hypothesis 

that C was the speaker.  

 
Table 4.1 Results for raw comparison of [s] cepstral spectrum. CCs = number of cepstral 

coefficients (1 thru’ n);  mvpden = multivariate probability density score; LR = likelihood ratio;  

C = C, K = K, M = M. 

 
CCs mvpden 

C 

mvpden  

K 

mvpden  

M 

Log10LR 

C/K 

Log10LR  

C/M 

Log10LR  

M/K 

2 0.22 5e-07 0.56 5.6 -0.4 6.0 

3 0.54 9e-08  0.07 6.8 0.90 5.9 

4 0.60 2e-07 0.07 6.4 0.92 5.5 

5 0.36 3e-08 0.0024 7.1 2.18 4.9 

6 0.87 1e-07 0.0023  6.8 2.58 4.4 

7 4.93 2e-08 7e-04  8.3 3.85 4.5 

8 29.63 6e-09 6e-04 9.7 4.7 5.0 

 
The results of the above analysis appear pretty unequivocal. However for several reasons they should not 

be taken at face value and require refinement. There are several factors to be addressed and remedied: 

dimensionality, bandlimiting, ternary vs binary comparisons, validation and calibration. I deal with these 

now. 

 

4.3 Dimensionality  
Firstly, there is the well-known problem of dimensionality. In order to accurately estimate high 

dimensionality multivariate probability densities a very high number of observations is required. For 

example, for a dimensionality of eight, as used above for all eight CCs, Silverman
3
 (p.94) cites a sample 

size of 43,700!  Although they point in the same direction, the magnitude of the high-dimensionality LRs as 

those in table 4.1 are highly unlikely for comparisons involving a single token of a speech sound. The 

number of tokens available to model a speaker’s [s] spectrum - each speaker had about 50 [s] tokens – will 

only support a dimensionality of at most 3 CCs (Silverman’s sample sizes for two and three dimensions are 

19 and 67). In the rest of this report, therefore, I will consider only results with 3 CCs (i.e. CC1 + CC2 + 

                                                 
3
 B.W. Silverman 1986. Density Estimation for Statistic and Data Analysis. Chapman and Hall, London. 
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CC3). These have been highlighted in table 4.1. (Although I will present the results for all CCs to show that 

they all point in the same direction.) The results from the raw CCs in table 4.1 above indicate therefore the 

following strengths of evidence: you are very very much more likely to get the raw questioned [s] CCs if 

they had come from either M or C than K; and you are about (10
0.9 

) 8 times more likely to get them if 

they had come from C rather than M. 

 

4.4 Bandlimiting 
As already mentioned, C and K were recorded under very good conditions, with very little echo, in Tumut. 

M’s recording, in Wagga, was echoic. This has a potential effect on the spectrum of an [s] which should be 

controlled for. Figure 4.3 illustrates this. Its top left panel shows the FFT spectrum of one of M’s [s] tokens 

(in I said, at sec. 177.8) that had no clear reverb. The top right panel shows the FFT spectrum of one of his 

[s] tokens (in me saying, at sec. 180), where the spectrogram shows reverberation from at least the F1 of the 

preceding [i] continuing into the [s]. The bottom panel compares the two FFT spectra, where it can be see 

that the token with putative [i] F1 reverberation appears to have higher energy over about the first kilohertz.  

 

This needs to be controlled for, otherwise it might make M’s [s] tokens appear more different from the 

questioned recording than he actually is, thus favouring identification with C. In order to control for this I 

did two things. Firstly, I chose [s] tokens from M that sounded not to have any reverberation. Secondly I 

did an extra set of comparisons using a so-called bandlimited cepstrum. This method allows for parametric 

specification of any cepstral sub-band within the Nyquist interval
4
. For the data in this analysis, cepstral 

coefficients were extracted over the range from 1 kHz to 8 kHz, thus removing the portion below 1 kHz 

where reverberation might have the greatest effect. I will refer to these as bandlimited cepstral coefficients 

or blCCs. 

 

Table 4.2 gives the LRs for the comparisons using the bandlimited data. The maximum number of CCs is 7 

because that is the optimum number returned by the code for the 1 kHz to 8 kHz spectrum. As with the 

non-bandlimted data, the results are again pretty unequivocal: you would be more likely to get the 

bandlimted questioned [s] spectrum if it had come from C rather than either M or K. Comparing these 

bandlimited results with the full spectrum in table 4.1 above, it can be seen that the loss of the lowest 

kilohertz through bandlimiting actually appears to improve the strength of evidence: the LRs for all three 

comparisons are nearly all stronger than with the non-bandlimited data. Once again the results with 3 

bandlimited CCs reflect the same relationships as before: the evidence is very very very much more likely 

if it had come from either M or C than K; and about (10
1.77 

) 60 times more likely had it come from C 

rather than M. 

 
 

                                                 
4 Clermont, F. Mokhtari, P., 1994. ‘Frequency-Band Specification in Cepstral Distance Computation.’ Proc. Australian 

Int’l Conf. on Speech Science and Technology, 354-359.  Khodai-Joopari, M., Clermont, F., Barlow, M., 2004. 

‘Speaker variability on a continuum of spectral sub-bands from 297-speakers’ non-contemporaneous cepstra of 

Japanese vowels.’ Proc. Australian International Conf. on Speech Science and Technology, 505-509.  Clermont, F., 

Kinoshita, Y., Osanai, T., 2016. ‘Sub-band cepstral variability within and between speakers under microphone and 

mobile conditions: A preliminary investigation.' Proc. Australasian Int’l Conf. on Speech Science and Technology, 

317-320. 
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Figure 4.3.  Possible effect of reverberation on [s] spectrum. See text for explanation.  

X-axis = frequency (Hz.), y-axis = gain (dB). 

 

 
Table 4.2  Results for raw comparison of [s] cepstral spectrum with spectrum bandlimited from 1 kHz 

to 8 kHz. blCCs = number of bandlimited cepstral coefficients (1 thru’ n); mvpden = multivariate 

probability density score; LR C/K etc. = likelihood ratio for C vs K etc..  

 
blCCs mvpden 

C 

mvpden  

K 

mvpden  

M 

Log10LR 

C/K 

Log10LR 

C/M 

Log10LR  

M/K 

2 0.93 4e-08 5.78e-01 7.3 0.21 7.1 

3 1.32 5e-08 2.26e-02 7.5 1.77 5.7 

4 2.81 1e-08 7.96e-03 8.3 2.55 5.8 

5 3.75 4e-08 6e-04 8.0 3.78 4.2 

6 2.08 1e-07 4e-04 7.2 3.72 3.5 

7 6.44 2e-09 8e-04 9.5 3.9 5.6 

 
4.5 Ternary vs binary comparison  
This case involves three, and only three speakers: C K M. In tables 4.1 and 4.2 above, LRs are given for the 

three comparisons that are possible, given these three speakers: C compared with K; C compared with M; 

and M compared with K. Now the LRs from these comparisons are only of restricted use, as we do not 

know which two of the three speakers were actually in the car. So, if we look for example at the 3CC LR 

for C vs M, its value of 8 means that you would be 8 times more likely to get the questioned token if it had 

come from C than M. The LR for M vs. K, however, is vastly greater: you would be about 780,000 times 

more likely to get the questioned token if it had come from M than K. But we do not know whether it was 

in fact these two in the car: it is the whole point of the exercise to see if it can be established that one of 
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them was. For that reason it is more sensible to first of all consider a binary hypothesis of suspect vs non-

suspect. That is, to nominate a suspect – e.g. C – and ask what the probability is of getting the questioned 

[s] spectrum if it has come from the suspect rather than one or other of the non-suspects – i.e. from either K 

or M. This is actually the way that most forensic voice comparisons are structured, the only difference 

being that instead of a large sample of other speakers we here only have an alternative sample of two. It 

will in fact turn out that the probability of getting the questioned [s] spectrum assuming the speaker was K 

rather than assuming the speaker was either C or M is vanishingly small, and so K can be discounted as the 

speaker, thus leaving a nice tractable binary comparison between M and C.  

 

Table 4.3 shows the results of comparing the speakers in this way, that is, comparing the multivariate 

probability density score of the questioned token, assuming it had come from the suspect, and the 

multivariate probability density score of the questioned token, assuming it had come from one or other of 

the non-suspects. In order to estimate this second term, data from the two non-suspects were pooled. The 

two non-suspects to be pooled had of course to have the same number of observations to ensure balanced 

data. To this end the minimum shared number of observations between the two non-suspects was found, 

their data sampled randomly for that number, and the mv probability density score found for that pooling. 

This was repeated for 30 random samplings and the mean of the resulting probability density scores taken. 

Table 4.3 shows the results for both the full spectrum and the bandlimited spectrum. It gives the probability 

density score of the questioned [s] spectrum assuming a same-speaker hypotheses Hss and a probability 

density score assuming a different-speaker hypothesis Hds. It also gives the likelihood ratio, both log10 and 

linear, for the comparison.  

 

The results from table 4.3 are very clear. For 3 CCs it can be seen that the evidence was about 61 times 

more likely assuming Hss = C rather than one or other of K and M was the speaker. The evidence points 

neither one way or the other assuming M was the speaker rather than one of the other two; and you can 

forget about K as the speaker: the evidence is millions of times more likely if it wasn’t him. The same 

results are observed for the bandlimited CCs, except that assuming M is the speaker makes the evidence 

about 20 times less likely. Assuming that all three are equally likely to have said the utterance before the 

evidence is adduced (the so-called prior probability), all of this points to C saying the questioned [s]. 

 

 

Table 4.3  Results for raw suspect~non-suspect comparison of [s] cepstral spectrum. 

A = full spectrum; B = with spectrum bandlimited from 1 kHz to 8 kHz. nCCs = number of cepstral 

coefficients (1 thru’ n). Hss, Hds = same-speaker, different-speaker hypothesis. mv pden = multivariate 

probability density score.  

A (full spectrum) 
suspect Non-

suspects 

nCCs Hss mv probden  Hds mv 

probden 

(mean over 

30 trials) 

Log10LR LR 

C K M  2 0.222 0.125 0.25 2 

C K M 3 0.539 0.009 1.79 61 

C K M 4 0.596 0.014 1.62 42 

C K M 5 0.364 0.027 1.13 13 

C K M 6 0.869 0.017 1.71 51 

C K M 7 4.933 0.018 2.45 281 

C K M 8 29.626 0.101 2.47 295 

M C K 2 0.556 0.07 0.90 7.97 

M C K 3 0.067 0.18 -0.42 0.38 

M C K 4 0.072 0.27 -0.58 0.27 

M C K 5 0.002 0.37 -2.19 0.01 

M C K 6 0.002 1.39 -2.77 0.00 

M C K 7 0.001 8.08 -4.09 0.00 

M C K 8 0.001 60.38 -5.02 0.00 

K M C 2 5e-07 0.662 -6 0.00 

K M C 3 9e-08 0.919 -7 0.00 
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K M C 4 2e-07 1.585 -7 0.00 

K M C 5 3e-08 0.907 -8 0.00 

K M C 6 1e-07 2.614 -7 0.00 

K M C 7 2e-08 3.758 -8 0.00 

K M C 8 5e-09 15.134 -9 0.00 

 

B (bandlimited spectrum)  
suspect Non-

suspects 

nCCs Hss mv probden  Hds mv 

probden 

(mean over 

30 trials) 

Log10LR LR 

C K M  2 0.929 0.224 0.62 4 

C K M 3 1.320 0.029 1.65 45 

C K M 4 2.806 0.075 1.57 37 

C K M 5 3.750 0.025 2.18 152 

C K M 6 2.076 0.089 1.37 23 

C K M 7 6.443 0.257 1.40 25 

M C K 2 5.78e-01 0.32 0.26 1.83 

M C K 3 2.26e-02 0.51 -1.35 0.04 

M C K 4 8e-03 1.36 -2.23 0.01 

M C K 5 6e-04 1.53 -3.39 0.00 

M C K 6 4e-04 1.59 -3.61 0.00 

M C K 7 8e-04 10.25 -4.13 0.00 

K M C 2 4e-08 0.88 -7.33 0.00 

K M C 3 5e-08 0.96 -7.33 0.00 

K M C 4 1e-08 1.81 -8.14 0.00 

K M C 5 4e-08 1.56 -7.64 0.00 

K M C 6 1e-07 1.38 -7.04 0.00 

K M C 7 2e-09 6.76 -9.53 0.00 

 

 

4.6 Validation  
As part of the so-called paradigm shift in forensics that has been playing out over the last decade or so, it is 

now considered an essential part of forensic voice comparison to validate an approach. That is, to 

demonstrate that the approach you espouse actually does what you claim it does. Here I need to be able to 

show that a useful strength of evidence in support of a hypothesis can be obtained from just one (carefully 

articulated) token of [s] compared against a reasonably large sample of [s] spectral tokens. (Useful evidence 

is precisely defined within the Bayesian framework used in this report.)  

 

Validation is done by the simple, time-honoured expedient of seeing what happens with known data in 

circumstances similar to those of the actual case. Below I will use [s] data from the suspects’ police 

recordings to show what happens when you compare the cepstral spectrum of one [s] token from a known 

speaker against a model of that speaker’s [s] cepstral spectrum; and when you compare the same [s] token 

against the model of other speakers. For example, when comparing one of C’s [s] tokens against C; and the 

same [s] token compared against M’s [s] tokens, to the extent to which a LR in favour of C is obtained, the 

system is validated. There is an accepted metric for validation called the log-likelihood ratio cost Cllr. It has 

to be below 1 for the system to be considered valid, and because it represents the amount of information the 

system is providing the user (the smaller the Cllr the more the information) the Cllr should preferably be 

well below 1.  Cllr is used below as a metric. 

 

 

 

4.7 Calibration  
Validation is also important because it incorporates a means of calibrating the results obtained from the 

raw data, and this is a third important aspect of the report. Research in forensic voice comparison over the 
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last 15 years or so has shown that the use of high dimensionality systems tends to result in poorly calibrated 

LRs (this is sometimes the reason for the enormous raw LRs of the kind seen in tables 4.1 and 4.2). This 

means that the LR obtained with the raw data – for example the value of 8 for the C/M LR with a 3 CC 

comparison in table 4.1 – should be modified in the light of the performance of a known system similar to 

the circumstances of the actual case. The log-likelihood ratio cost Cllr can also be used to demonstrate that 

calibration improves the system. I will therefore present calibrated LR values for the comparison. Because 

they are quite complicated, both validation and calibration are addressed in a separate section below. 

 

 

5.0 Validation & Calibration of s Results 

5.1 Procedure  
The results above are uncalibrated – they were obtained without reference to the performance of the system 

under known conditions. In order to validate the system, it was first necessary to choose the same number 

of samples of [s] from each speaker, otherwise pooling different numbers of tokens would bias the outcome. 

M had the lowest number of [s] tokens of the three – 43 – so this had to be the sample size and I selected 43 

tokens at random from each of the other two speakers to match this. I then chose one of the speakers in turn 

to be the suspect, and looped through all their 43 samples, extracting each time a single token to act as the 

questioned token. The reference data was simply all the data available from the suspect less the questioned 

datum which was removed to preserve cross-validation. The multivariate probability density was then 

estimated for this questioned token assuming that it had come from the suspect. Because it is known that 

the questioned token did indeed come from the suspect, this gives 43 same-speaker multivariate probability 

density scores.  

 

43 known different-speaker multivariate probability density scores were obtained by modelling the two 

non-suspect speakers as a single unit and estimating the multivariate probability density of each questioned 

token assuming it had come from either of them.  

 

The density scores were converted to log10scores to avoid problems with truncated probability density 

distributions, and treated as same-speaker and different-speaker scores. As it was not clear whether their 

distributions could be modelled parametrically, kernel density approximation was used. Ideally, of course, 

non-contemporaneous data should be used for calibration, but they were not available in this case. However, 

the expected drop in strength associated with non-contemporaneity of samples will have been offset at least 

in part by the drop in sample number necessitated by the balanced sampling.  

 

5.2 Calibrated results  
5.2.1 Suspect ~ non-suspect  Figure 5.1 shows the resulting probability density distributions for C as 

suspect using 3 bandlimited CCs. The observed scores are also shown as a rug-plot. It is clear that there is a 

distinction between the distribution of same-speaker – i.e. C – (red) and different-speaker – i.e. K~M – 

(green) scores: the same-speaker scores are bigger, on the whole, than the different-speaker scores, 

although there is considerable overlap. There are three cases where a same-speaker comparison yielded a 

low multivariate probability density score similar to a different-speaker comparison. The different-speaker 

comparisons also overlap the same-speaker comparisons: indeed the mv probability density scores with the 

two greatest magnitudes come from different-speaker comparisons. This variability, perhaps, is to be 

expected when you are only looking at a single token, rather than the mean of several, but the reality of the 

case is such that only a single token is available, and so the validation has to reflect that. 

 

Also included in the plot in figure 5.1 are the multivariate probability density scores for the actual 

questioned datum: the thin vertical red line indicates the multivariate probability density score of the 

questioned token assuming it had come from C, and the thin vertical green line indicates its multivariate 

probability density score assuming it had come from either K or M. It can be clearly seen that the 

questioned token value assuming it came from C (at ca. 0.1 on the x axis) does indeed have a higher kernel 

density probability density assuming it has come from C than not; and the questioned token score assuming 

it had not come from C (at ca. -1.5) does indeed have a higher probability density assuming it had not come 

from C.  
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Figure 5.1.  Kernel density probability density distributions and rugplots for known same-speaker and 

different speaker scores for one [s] spectrum validation assuming C is suspect. See text for explanation. X-

axis = log10 score from multivariate probability density, y-axis = probability density. Thick red line = same-

speaker scores, thick green line = different-speaker scores.  

 

Figure 5.2 shows the system’s strength of evidence (qua log10odds) as a function of multivariate probability 

density score on the x-axis. This curve is obtained by taking the common log of the ratio of the kernel-

density probability densities of the same-speaker and different-speaker comparisons at a given multivariate 

probability density score. So for example consider in figure 5.1 the multivariate probability density score 

of 0.1 on the x-axis (where the vertical dotted line is). If that was from a same-speaker comparison its value 

would be about 1.4 on the y axis – that is where it intersects the thick red line that represents the 

distribution of same-speaker scores. If it was from a different-speaker comparison its value would be about 

0.18 – that is where it intersects the thick green line representing the different-speaker scores. The ratio of 

1.4 to 0.18 is about 7.7. This can be interpreted as saying that you are 7.7 times more likely to get a 

multivariate density score of 0.1 if it had come from a comparison involving C than from one involving C 

and K~ M. The log10 of 7.7 is ca. 0.9. So the log-odds value corresponding to the multivariate score of 0.1 

is 0.9. Looking now at the thick cyan line in figure 5.2 it can be seen that the log odds corresponding to a 

multivariate probability density score of 0.1 is indeed about 0.9.  

 

Reading off the scores of the actual questioned token (shown in vertical green and red dotted lines (at ca. 

0.1 and -1.5 on the x-axis) we have seen that the log10LR is about 0.9 (actually 0.88) for the score of the 

questioned data assuming it had come from C (red circle). The score for the questioned data assuming it 

had come from either K or M has a log10LR of about -0.3 (actually -0.32) for the latter (green triangle). 

This gives a calibrated LR of about (10
(0.88 -  -0.38)

 = ) 16 (compared to an uncalibrated LR (in table 4.3B) for 

the actual questioned token of (10
1.65 

=) 45. In this case, then, the calibration has reduced the strength of 

evidence from about 45 times more likely assuming C to about 12 times more likely. This value of 16 is 

just the result from a single random selection of 43 values. 30 such trials were run, of which the mode was 

a LR of 13.5. (If one tests M against C and K, the calibrated LR is very strongly in favour of it not being 

M.)  
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Figure 5.2.  Strength of evidence as function of multivariate probability density score for one 3 blCC [s] 

spectrum validation assuming C is suspect. See text for explanation. X-axis = log10 multivariate probability 

density score, y-axis = log10odds.  

 

It remains to demonstrate the overall performance of the system, which is shown in figure 5.3 with a 

conventional Tippett plot. This figure demonstrates the validity of a system which compares the 3 CCs 

bandlimited cepstral spectrum of just one [s] token and shows it is capable of giving the user some 

information. Values from same-speaker comparisons are in red, different speaker comparisons are in green. 

The performance of three systems is shown: the uncalibrated system with dashed lines, the kernel-density 

calibration with solid lines, and another calibration using the well-known Focal tookit with dotted lines. 

The Cllrs for each system are given in the legend. Cllr values quantify the amount of information the system 

is providing the user: smaller values indicate greater information and are therefore preferable; values larger 

than unity indicate no information. It can be seen that for these data the uncalibrated system (Cllr = 1.01) 

provides no information, the Focal calibration some information (Cllr = 0.74), and the kernel density 

calibration (Cllr = 0.57) a little more still. Over 30 trials the mean respective Cllr values were 0.99 

(uncalibrated), 0.76 (Focal) 0.66 (kernel density).  

 

 
Figure 5.3.  Tippett plots and associated Cllrs for uncalibrated and calibrated systems assuming C is suspect. 

See text for explanation. X-axis = Log10LR greater than … (different-speaker comparisons) ~ log10LR 

smaller than … (same-speaker comparisons); y-axis = cumulative proportion of comparisons. Y-axis = 

cumulative proportion of comparisons.  
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One can conclude from this that the system with a comparison using the spectrum of a single [s] token can 

function reasonably well. 

 

5.2.2. C vs M Finally, since it has been shown in section 4 above that K can effectively be discounted as the 

speaker of the questioned utterance, a validation comparison of just C and M was done. This was done in 

the same way as the previous validation, except that K’s data were excluded and there was no need to 

constrain the sample size of either speaker. The results are shown graphically in figure 5.4. They do not 

differ very much from the previous demonstration. The calibrated LR for this comparison is bigger, at 35 

times more likely assuming C, rather than M, was the speaker of the questioned utterance. If M is taken as 

the suspect the log10LR is -2.2 and very strongly in favour of him not being the speaker. 

 

  
 

 
Figure 5.4.  Plots for comparison between C and M [s] with 3 blCC. See text for explanation.  
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6.0 Evaluation of z  

Recall that there were two tokens of /z/ in the first questioned utterance, in is and bonkers, and that the 

second, utterance-final token was fully enough articulated to be used for forensic voice comparison. This 

section presents a likelihood-ratio based forensic voice comparison of the /z/ along the same lines as the [s] 

but without the accompanying explanation. Figure 6.1 shows its acoustics: its spectrographic features in the 

left panel (which is reproduced from figure 2.4C); its spectral features (FFT and 14
th

 order LPC) to 8 kHz 

in the right.  It is about 12 csec. in duration and sounds almost completely devoiced.  

 

 

  
Figure 6.1.  Acoustics of questioned /z/. Left panel = spectrogram to 4 kHz. Right panel = FFT and LPC to 

8 kHz.   

 

The token is unremarkable. A clear F2 is visible at ca. 1.8 kHz (from the back cavity resonance), and there 

is fairly high energy extending from the clear pole at ca. 3.6 kHz to ca. 6 kHz, after which there is a slight 

drop in amplitude of about 12 dB. This is very similar to the questioned [s] token evaluated, which is not 

surprising of course as they are both alveolar fricatives and in addition the lack of periodicity of the 

utterance-final /z/ allophone makes it even more similar to the [s]. 

 

The utterance-final questioned /z/ token and /z/ tokens from the three suspects were identified and extracted 

with Praat. Because of the well-known utterance-final conditioning of duration and voicing of voiced 

fricatives in English, only utterance-final tokens were selected from the suspects. C had 21 such tokens, K 

34, and M 16. As with [s], the /z/ tokens were parametrized to 8 kHz with 8
th

 order LPC  cepstral 

coefficients. These are shown in figure 6.2, along with their means. 

 

Table 6.1 shows the log10LRs for the uncalibrated full-spectrum comparison between the questioned /z/ 

cepstral spectrum and each of the three suspects’ /z/ tokens.  

 

Table 6.1 shows that, for most numbers of CCs, with the uncalibrated data the full questioned /z/ cepstral 

spectrum is more likely assuming C than either M or K, and that it is vastly more likely assuming M than K. 

For 3 CCs the questioned data is (10
1.33 

= ) ca. 21 times more likely assuming C than M. The erratic nature 

of the LRs with higher CC numbers is also clear: for example comparing M to K, with 7 CCs the 

questioned data is (10
3.55 

= ) ca. 3500 times more likely assuming M, but with one more CC the strength of 

evidence reverses to ca. 1500 times more likely assuming K! Recall from section 4.3 that this was the 

reason for preferring a lower order cepstral comparison.  
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Figure 6.2 Mean cepstral spectra to 8 kHz for utterance-final /z/ in C (top left), K (top right), M (bottom 

left) and questioned token (thick red line is mean cepstral spectrum). 

X-axis = frequency (Hz.), y-axis = gain (dB). 

 
Table 6.1. Results for raw comparison of  utterance-final /z/ cepstral spectrum. CCs = number of 

cepstral coefficients (1 thru’ n) mvpden = multivariate probability density score; LR = likelihood 

ratio; C = C, K = K, M = M. 

 
CCs mvpden 

C 

mvpden  

K 

mvpden  

M 

Log10LR 

C/K 

Log10LR 

C/M 

Log10LR  

M/K 

2 0.58 9e-11 0.03  9.79 1.32 8.47 

3 1.23 3e-10 0.06 9.65 1.33 8.32 

4 0.18 4e-10 0.15 8.71 0.06 8.64 

5 1.7e-07 1e-10 0.03  3.07 -5.28 8.35 

6 8e-07 7e-13 0.16 6.06 -5.3 11.36 

7 1.2e-07 4e-12 1e-08 4.44 0.89 3.55 

8 6.4e-16 7e-12 4e-15 -4 -0.84 -3.17 

 

Table 6.2 shows the results for the bandlimited comparison with /z/. As with /s/, the likelihood ratios are 

generally better than for the whole spectrum in table 6.1, although the LRs for M vs. K do not show any 

superiority for the bandlimited approach. With 3 blCCs the questioned /z/ is (10
2.13 

= ) ca. 134 times more 

likely assuming C than M. 
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Table 6.2. Results for raw comparison of /z/ cepstral spectrum with spectrum bandlimited from 1 kHz to 8 

kHz. blCCs = number of bandlimited cepstral coefficients (1 thru’ n);  mvpden = multivariate probability 

density score; LR C/K etc. = likelihood ratio for C vs K etc..  

 
blCCs Mvpden 

C 

mvpden  

K 

mvpden M Log10LR 

C/K 

Log10LR 

C/M 

Log10LR 

M/K 

2 3.13 1e-10 0.032 10.4 1.98 8.4 

3 5.64 1.e-10 0.042 10.7 2.13 8.6 

4 10.67 3e-10 0.045 10.5 2.38 8.2 

5 8.71 3e-13 0.059 13.5 2.17 11.3 

6 0.17 1e-12 4e-08 11.1 6.58 4.5 

7 0.77 3e-12 1e-14 11.5 13.8 -2.29 

 
As with [s], a two-way comparison was carried out between suspect and pooled non-suspect for each of the 

three speakers, and for both full and bandlimited spectrum. The results are shown in table 6.3. The results 

agree with those for [s] in indicating that one would be far more likely to get the [z] acoustics under both 

spectral conditions if C had been the speaker rather than either M or K. For the comparison with 3 CCs, the 

LR for C vs. K/M was ca. 112 times more likely assuming C for the full spectrum and 332 times more 

likely assuming the bandlimited spectrum, whereas the values for M were about (1/0.13 =) 7 and (1/0.03 

= ) 33 times more likely assuming it was not him. K again shows such vanishingly small LRs vis-à-vis the 

other two indicating that he can be discounted as the speaker. 

 
The same validation experiment was run on the speakers’ /z/ data as with the [s]. Figure 6.3 shows the 

results for one 3 blCC balanced data suspect~ non-suspect validation with C as the suspect and K and M as 

the non-suspects. The bottom panel shows the system is very well calibrated with both Focal and kernel 

density calibrations returning low Cllrs of ca. 0.34 and 0.32 respectively. Because there is less overlap 

between the same- and different-speaker densities than in [s], the corresponding kernel-density calibrated 

LR is very very very much bigger at about 25,000 more likely assuming C is the speaker rather than one or 

other of K and M (it is even greater if one calibrates with Focal). This result was repeated over 30 random 

samplings. It is clear that the /z/ findings are far more likely assuming C was the speaker than one of the 

other two. 

 

Because the probability of the questioned /z/ assuming K was the speaker is so low, I ran a second 

validation comparing just C and M, as with the [s]. Figure 6.4 shows the results, again with 3 blCCs. All 

tokens were used. It can be seen that this time removing K has a large effect: the questioned /z/ bandlimited 

spectrum is now only 4.8 times more likely assuming C.  
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Table 6.3 Results for raw suspect~non-suspect comparison of utterance-final /z/ cepstral spectrum. A = 

full spectrum; B = with spectrum bandlimited from 1 kHz to 8 kHz. nCCs = number of cepstral 

coefficients (1 thru’ n). Hss, Hds = same-speaker, different-speaker hypothesis. mv pden = multivariate 

probability density score.  

A (full spectrum) 
suspect Non-

suspects 

nCCs Hss mv probden  Hds mv probden 

(mean over 30 

trials) 

Log10LR LR 

C K M  2 0.58 0.009 1.81 64.6 

C K M 3 1.23 0.011 2.05 112.0 

C K M 4 0.18 0.026 0.83 6.8 

C K M 5 2e-07 0.046 -5.44 4e-06 

C K M 6 8e-07 0.176 -5.34 5e-06 

C K M 7 1e-07 6e-06 -1.70 0.02 

C K M 8 6e-16 3e-05 -10.71 2e-11 

M C K 2 0.028 0.301 -1.04 0.09 

M C K 3 0.058 0.447 -0.89 0.13 

M C K 4 0.154 0.266 -0.24 0.58 

M C K 5 0.032 0.106 -0.52 0.30 

M C K 6 0.161 0.391 -0.39 0.41 

M C K 7 2e-08 0.520 -7.56 3e-08 

M C K 8 4e-15 0.656 -14.17 7e-15 

K M C 2 9e-11 0.872 -9.96 1e-10 

K M C 3 3e-10 1.950 -9.84 1e-10 

K M C 4 4e-10 1.081 -9.49 3e-10 

K M C 5 1e-10 0.066 -8.67 2e-09 

K M C 6 7e-13 0.192 -11.43 3e-12 

K M C 7 4e-12 0.067 -10.22 6e-11 

K M C 8 7e-12 0.363 -10.75 2e-11 

 
B (bandlimited spectrum)  

suspect Non-

suspects 

nCCs Hss mv probden  Hds mv probden 

(mean over 30 

trials) 

Log10LR LR 

C K M  2 3.13 0.043 1.86 72.1 

C K M 3 5.64 0.017 2.52 332.1 

C K M 4 10.67 0.038 2.45 280.7 

C K M 5 8.71 0.112 1.89 77.5 

C K M 6 0.17 4e-05 3.68 4840.5 

C K M 7 0.77 0.0001 3.74 5504.1 

M C K 2 0.032 0.737 -1.36 0.04 

M C K 3 0.042 1.515 -1.56 0.03 

M C K 4 0.045 3.678 -1.91 0.01 

M C K 5 0.059 6.624 -2.05 0.009 

M C K 6 4e-08 0.242 -6.74 2e-07 

M C K 7 1e-14 0.579 -13.66 2e-14 

K M C 2 1e-10 1.264 -10.01 9e-11 

K M C 3 1e-10 2.069 -10.29 5e-11 

K M C 4 3e-10 4.186 -10.14 7e-11 

K M C 5 3e-13 6.449 -13.32 5e-14 

K M C 6 1e-12 0.821 -11.76 2e-12 

K M C 7 3e-12 4.591 -12.27 5e-13 
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Figure 6.3 Validation plots for one balanced 3 blCC suspect~non-suspect comparison with [z], assuming C 

is suspect. See text for explanation. 

 

 

 
Figure 6.4.  Validation plots for comparison between C and M [z] with 3 blCC. See text for explanation. 

 



FVC in car-bombing. (C) PJ Rose March 2017                                                                                   

Page | 26 

7.0 Combining s and z evidence 

Likelihood ratios were derived above for two segments: [s] and utterance-final /z/. When features are not 

correlated it is possible to combine their LRs by simply taking their product (or summing them if they are 

logLRs). However, it is not possible to do that in this case because it can be assumed that the spectral 

acoustics of [s] and utterance-final /z/ will be similar because they are both alveolar fricatives. A 

comparison of the spectra in figures 4.1 and 6.1 shows this is indeed true for the questioned data, and the 

speakers’ [s] and /z/ data in figures 4.2 and 6.2 also show a high degree of similarity. Since the [s] and /z/ 

data are not multivariate there is no easy way of combining their LRs to get an overall LR for both. To 

overcome this problem I simply included the [s] and /z/ tokens as a single sample unbalanced within a 

speaker. The resulting log10LR was 1.39. The log10LRs for the individual [s] and /z/ analyses under the 

same conditions (C vs M, blCCs 1-3, calibrated) were 1.54 (s) and 0.68 (z), which means that combining 

the s and z in this way reduced the LR somewhat: the questioned s + z data are thus about (10
1.39 

= ) 25 

times more likely assuming C said them rather than M.   

 

Depending on whether you are happy to exclude K as the speaker of the questioned utterance, you can 

either take this LR value of 25 or the smaller value of 13.5 from the calibrated suspect ~ non-suspect 

comparison with [s] in section 5.2.1 as the outcome of the forensic voice comparison.  

 

 

8.0 Priors and Posteriors 

It is generally acknowledged that it is not the job of the forensic expert to estimate the posterior probability 

of a hypothesis given the evidence – to say for example how probable it is, given the evidence, that C said 

the questioned utterance. Instead they are supposed to restrict themselves, as I have done in this report, to 

estimating the strength of the evidence – to say how much more likely the properties of the questioned 

utterance are, assuming C said it rather than someone else. This is primarily because in order to estimate a 

posterior probability you logically need a prior probability. But the expert is not generally privy to 

information which informs the prior, so they cannot logically estimate a posterior. Stopping at the 

likelihood ratio also avoids any ultimate issue problems. In this case, however, information relevant to the 

prior is available, and it may be useful for me to give an example of how a posterior could be estimated 

from a prior and a likelihood ratio.  

 

I have shown in section 5.2.1 above that a calibrated likelihood ratio of 13.5 can be demonstrated for a 

comparison where C is the suspect and M is the reference. The posterior odds are the product of prior odds 

and likelihood ratio, by Bayes’ Theorem. Assuming a prior of 1 : 2 against (30% likely to be C; 60% likely 

to be either M or K) a calibrated likelihood ratio of 13.5 translates into posterior odds of about (1:2 * 13.5:1 

=) 7:1, which means a posterior probability of (7/8 =) 87% that it was C, given the evidence from the 3 CC 

bandlimited [s] cepstrum. If you assume the bigger LR of 25 from the combined [s] and [z] comparison, the 

posterior increases to about 93%. 

 

I emphasise that estimates of the posterior are ultimately the job of the fact-finder, not the forensics expert. 

The prosecution for example may have reasons to weight its priors differently for the three suspects, given 

evidence that I do not know about. If that is the case, the posterior probabilities will be different when these 

priors are combined with the likelihood ratio. For example, if it were believed on the basis of other 

evidence before the speech acoustics were adduced that K was unlikely to be the speaker, but that C and M 

were about equally likely to have been the speaker, the priors might be assigned as followed: 10% (K), 

45% (M) and 45% (C). With a likelihood ratio of 14 from the speech acoustics, for example, the posterior 

probability would be (4.5:5.5 * 14:1 = 11.5:1 = 11.5/12.5 =) 92% likely it was C. 
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9.0 Summary, recommendations 

 
This report has described a forensic voice comparison between a questioned recording from a mobile-

phone and police interview recordings of three speakers. The aim was to determine the strength of evidence 

in support of each of the speakers having said the utterances in the questioned recording.  

 

Acoustic evidence was adduced to show that the quality of the recordings would support such a comparison, 

and it was decided to concentrate on the first questioned utterance, as (1) it was logically important for 

exclusion of its speaker and (2) it contained two segments – [s] and utterance final /z/ – which were clearly 

enough articulated to be compared with corresponding exemplars from the three speakers’ interview 

recordings.  

 

Table 8.1 Summary of results. Log10LRs for the first 3 CCs in [s] and /z/ under various conditions of 

comparison. 

[s] 

Conditions  C/K C/M M/K 

Full spectrum, uncalibrated,  ternary 6.80 0.90 5.90 

Bandlimited spectrum, uncalibrated, ternary 7.50 1.77 5.70 

 C/K~M M/C~K K/C~M 

Full spectrum, uncalibrated,  binary 1.79 -0.42 -7.0 

Bandlimited spectrum, uncalibrated, binary 1.65 -1.35 -7.3 

Suspect/non-suspects, bandlimited spectrum, (balanced data), 
calibrated 

1.13 
-4.2 -inf 

  C/M  

C/M, bandlimited spectrum (all values), calibrated  1.54  

 

/z/ 

Conditions C/K C/M M/K 

Full spectrum, uncalibrated,  ternary 9.65 1.33 8.32 

Bandlimited spectrum, uncalibrated, ternary 10.7 2.13 8.6 

 C/K~M M/C~K K/C~M 

Full spectrum, uncalibrated,  binary 2.05 -0.89 -9.84 
Bandlimited spectrum, uncalibrated, binary 2.52 -1.56 -10.29 
Suspect/non-suspects, bandlimited spectrum, calibrated (balanced 

data) 
5.0 0.37 -inf 

  C/M  

C/M, bandlimited spectrum (all values), calibrated  0.68  

 

[s] + /z/ 

  C/M  
C/M, bandlimited spectrum, calibrated (s, z unbalanced within-

speaker)  1.39  

 
A series of likelihood ratio-based comparisons was carried-out, under conditions of increasing theoretical 

appropriateness, on the cepstral spectrum of both [s] and utterance-final /z/ to estimate the strength of 

evidence involved. This meant asking, for each speaker, “how much more likely are the acoustics of the 

questioned s and z, assuming they had been spoken by that speaker than by either of the other two?” Only 

the first three cepstral coefficients were used to avoid problems of high dimensionality. Comparisons 

progressed from uncalibrated full spectrum to calibrated bandlimited spectrum and involved ternary 

comparisons as well as binary. When carried-out between suspect and pooled non-suspects the binary 

comparisons showed that K could be effectively discounted as the speaker, as the probability of the 

questioned data assuming he had said the utterance was vanishingly small. Consequently, binary 

comparisons were done between just M and C. Finally, although both s and z individually showed 
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likelihood ratios in support of C being the speaker, it was investigated whether combining the results for s 

and z increased the likelihood ratio. They did not, probably because their spectra were very similar. The 

results of all comparisons are summarised in table 8.1. They show that for all comparisons the questioned 

data are more likely assuming C said them rather than M. Depending on whether it is considered important 

to include K as a possible speaker, the best likelihood ratio estimates in the data are either 25 (without K) or 

13.5 (with him) in favour of C. 

 

I have only looked at two sounds in the first utterance.  It would have been possible, given more time, to 

estimate a LR for the /a:/ vowel in car in the second utterance (ever blown up a car before, people?). 

However, as I said in section 2.2 above, the apparently small amount of movement in the video between the 

first and second utterances suggests that the phone was not transferred between speakers. There is also a 

greater visual similarity between the acoustics of the questioned car and C’s car when he repeats the 

utterance in his interview than between the questioned car and M’s car when he repeats the utterance. The 

probability of observing this, assuming that the same speaker said the second utterance as the first, is 

therefore high. 

 

I am prepared, for an additional fee, to analyse the other utterances if required, although I think this would 

be otiose and I do not recommend it: they are not crucial for elimination and there is not much to analyse so 

the strength of evidence would therefore tend to useless. 

 

I hope this is useful. I am always available to explain things further if needed: 02 6249 6307. If you have 

queries about the proper estimation of forensic voice comparison evidence with Likelihood Ratios, might I 

suggest the chapter on Forensic Voice Comparison in Freckleton and Selby’s legal reference series Expert 

Evidence (either my early one – downloadable from my web-page philjohnrose.net – or Geoff Morrison’s 

update). 
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