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by 
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……………. 

Executive Summary 

Questions are addressed concerning the adequacy of reports by prosecution and defence 

experts in a case of alleged tampering of a tape recording. Methodological deficiencies in the 

prosecution reports are described with respect to quantification, relevant expertise and logical 

evaluation of evidence, and a demonstration given of how these aspects should have been 

approached and their effect on the strength of evidence with respect to one of the questioned 

utterances (the… Law Society?).  It is shown that, although the prosecution experts’ approach 

is deficient, their conclusions nevertheless look to be in agreement with a logically correct 

evaluation of the evidence which would show an enormous strength of evidence in support of 

the prosecution.  

Additional questions are addressed relating to interpretation of the so-called Rose doctrine, 

degrees of similarity in speech acoustics, and effect of recorded telephone transmission. It is 

argued that the defence interpretation of the Rose doctrine misunderstands its inductive 

epistemological status but that it is in any case irrelevant to the correct evaluation of the 

evidence. It is shown by reference to real case-work data that the amount of variation in 

words and phrases similar to those questioned is not remotely like the observed similarity in 

the… Law Society?. The degree to which recording telephone speech can make two different 

utterances the same is not known. 



2 
 

1. Introduction 

1.1 Background  

On January 5
th

 2016 I was asked in an email by …………….. solicitors (henceforth …), who 

act for …………….., whether I was prepared to be instructed by them, and give evidence in 

court, in the matter. After agreeing, I received on 8
th

 January emailed instructions from …. to 

provide my expert opinion on several questions in R v … . I was also, over the next few days, 

sent several supporting documents. This is the report containing my expert opinion on the 

matters I was instructed to address.  

1.2. Compliance with CPR 19.4 

I hold a Ph.D. in Chinese Phonetics from Cambridge (1982), an M.A. in Linguistics (1974) 

and a first class honours B.A. in German and Russian (1971), both from the University of 

Manchester; and a first class International Phonetics Association diploma (1972) from the 

University of London. 

 

I have been the Chairman of the Forensic Speech Science Committee of the Australasian 

Speech Science and Technology Association for about a decade and am a member of the 

Australian Academy of Forensic Sciences. I have been a British Academy Visiting Professor 

at the Joseph Bell Centre for Forensic Statistics and Legal Reasoning at the University of 

Edinburgh. 

 

I am a member of the International Association of Forensic Phonetics and Acoustics and the 

International Phonetics Association, and a “distinguished international Guest scientist and 

subject matter expert” on the Speaker Recognition Subcommittee of the Organisation of 

Scientific Area Committees of the US National Institute of Standards and Technology.  

 

I was reader at the Australian National University, where I taught Phonetics, Phonology, 

Linguistics and Chinese Linguistics for about 30 years. Most recently (2012) I was a visiting 

professor at the Hong Kong University of Science and Technology where I taught Cantonese 

Forensic Voice Comparison.  

 

I currently partition my serious intellectual activities into research on Chinese phonetics, 

research on forensic voice comparison, and forensic casework for police and private clients, 

mostly on forensic voice comparison in varieties of Australian English and Chinese. I have 

done casework for about 20 years. My publications can be viewed and downloaded from my 

website: http://philjohnrose.net 

  

My 2002 book Forensic Speaker Identification and my 2003 book-length chapter The 

Technical Comparison of Forensic Voice Samples in the legal reference series Expert 

Evidence pioneered the application of the likelihood ratio of Bayes’ Theorem to traditional 

forensic voice comparison, thus bringing it in line with forensic DNA profiling.  

 

I have been asked by Defence to compile and tender this report, and will provide subsequent 

clarification and assistance to them if required. This is done in the full understanding that 

my duty is to the Court and that that duty takes precedence over any considerations 

relating to any party engaging my expert services. The use of likelihood ratios in the 

evaluation of evidence, which this report advocates and demonstrates, is an unequivocal 

http://philjohnrose.net/
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guarantor of this, as it requires the expert to estimate the probability of getting the forensic 

evidence under both Prosecution and Defence claims.  

 

I confirm that the contents of this report are, to the best of my knowledge and belief, true and 

such that I would be prepared to give under oath in court. I am aware that if the report is 

tendered in evidence I am liable to prosecution if I have wilfully stated in it anything which I 

know to be false or do not believe to be true. I further state that I have not entered into any 

agreement where my payment for the report, should it eventuate, is dependent on the outcome 

of the case to which said report is relevant. 

 

1.3. Relevant Case Details 

The details of the case relevant to my report are as follows.  

There exists a set of six recordings of telephone conversations between ………… and four 

others (…………………………….). These recordings are listed in table 1, which I have 

taken from one of the P’s reports (…..’s first report, p. 7) which in turn is said to be 

information supplied by ….. . I understand the original recordings no longer exist, but copies 

in various digital formats do (……  terms them “multigenerational copies”). 

Table 1.  List of phone recordings 

 

……………’s pseudonym to Date of call 

…………… …………… …………… 

…………… …………… …………… 

…………… …………… …………… 

…………… …………… …………… 

…………… …………… …………… 

…………… …………… …………… 

 

P claim that the recordings show evidence of tampering, in the sense that words not present at 

specific locations in the original conversations have been inserted. For example, it is claimed 

that in the …………. conversation the phrase the Law Society has been copied from earlier in 

the conversation and inserted. 

The P claim relies on evidence from reports by …………………… .  

In Mr .....’s report he describes himself as a specialist “… in enhancement, interpretation and 

authentication of audio and video recordings”. He states that he examined the .........-...... 

recording and one of his findings (p.6: §6.10) is that he is “… in no doubt that the words [the 

Law Society] were pasted from elsewhere.”  He concludes generally (p. 8: §7.1) that the 

recording he examined “… has definitely been edited at least once, almost certainly more 

than once …”. 

Mr. ..... has written two reports: ……………….1 and ……………….2. I’ll call these … and 

…. . He describes himself therein as “… a qualified Telecommunications Broadcasting 

Engineer”, with working experience “… in the field of Forensic Imagery and Audio” (....1, 

p.47 annex 5.).  His first report relates to the .........-...... conversation. In it he states (p.3) that 

“… audio from parts of the ......-........ and .............-........ recordings have been identified as 

originating from single common audio samples and reused in the .............-........ recording.”.  
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He concludes (p.3) that “… the audio evidence lends Powerful support to the assertion that 

the recording ........ 2 … has been edited or tampered with … .” [his emphasis]. 

.......2 looked at the rest of the recordings in table 1, although he seems (p.3) to get them 

muddled, referring for example to the “recording , ...... & ......” when these are the two parties 

actually called by … . (By the dates he means ............-.............) He concludes that they have 

all been tampered with. 

 

The name ............. rang a bell with me, recalling a previous email exchange. I checked and 

found that he had indeed emailed me on the …. ….. …. requesting one of my papers in 

conjunction with a case he was working. I sent him the paper, admonishing that it was very 

old and that we had come a long way in forensic voice comparison since it was written. I 

recommended he consult either my or Morrison’s chapter in Expert Evidence (Rose 2003, 

Morrison 2010) for an update. He emailed his thanks. 
 

1.4. Documents, Instructions and Recordings 

1.4.1 Documents  

Table 2 lists the titles of the documents I was sent by .... 

Table 2.  Documents supplied 

 
....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

....................... 

 

1.4.2 Instructions 

I was instructed by ... to provide my expert opinion on the following points:  

 on the methodology and approach taken by Mr ............. and Mr ............., with particular focus on Mr 

.............’s interpretation of the Rose doctrine;  

This is done in section 2 

 on Dr ...’s and Professor .......’s interpretation of the Rose doctrine;  

This is done in section 3 
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 as to the circumstances and field in which the Rose doctrine should be applied; 

This is done in section 4 

I was further asked to provide my opinion in relation to the following questions, in so far as 

the questions fell within my field of expertise: 

i. In the domain of forensic phonetics/linguistics is it to be expected that the same short phrases or 

single words (such as “yes” and “yeah”) spoken by the same speaker in the same channel 

(conversation) will have similar (i) aural characteristics; (ii) waveform characteristics; (iii) spectral 

characteristics? 

This is done in section 5 

 

ii. Where, for example, the same speaker in the same channel says “yes” or “yeah” in affirmative 

response to say 3 successive questions (and then goes on to make further statements himself), is it 

to be expected that such utterances will have near-identical (but demonstrably not identical) 

characteristics (aural, waveform, spectral)? 

This is done in section 6 

 

iii. As a matter of principle, in the domain of forensic phonetics/linguistics, is a finding that 

waveforms (and/or spectral views) of aurally similar short phrases or single words spoken by the 

same speaker in the same channel look “similar”, a sufficient basis for an opinion (to be relied on 

in court) that the reason for similarity is other than prosodic speech within an individual’s idiolect? 

This is done in section 7 

 

iv. As a matter of principle, in the domain of forensic phonetics/linguistics, is a finding that 

waveforms (and or spectral views) of aurally similar short phrases or single words spoken by the 

same speaker in the same channel look “similar” a sufficient basis for an opinion (to be relied on in 

court) that the reason for similarity is tape editing? 

This is done in section 8 

 

v. Where mobile telephone speech is recorded, is the effect of such transmission to reduce the 

dimensions of recorded speech, so that original articulated differences in characteristics – in the 

same short phrase or single words (such as “yes” and “yeah”) spoken by the same speaker in the 

same channel – are reduced in the recorded medium? 

This is done in section 9 

 

vi. Where recording takes place on poor quality equipment, is the effect of such poor quality 

equipment to reduce the dimensions of recorded speech, so that original articulated differences in 

characteristics – in the same short phrase or single words (such as “yes” and “yeah”) spoken by the 

same speaker in the same channel – are reduced in the recorded medium? 

This is done in section 10 

 

1.4.3 Recordings 

... did not at first send me the actual recordings of the conversations in table 1 that formed 

part of the case. After reading the details of the case I asked ... to send them me. In agreement 

with one of the P expert’s counter-rebuttal points, I do not think that it is generally a good 

idea for a forensic speech science expert to try to comment on others’ comments concerning 

speech recordings without at least having listened to the primary data, and if possible having 

done their own analysis on them. (I note that one of the D experts did finally listen to the 
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recordings.) ... IT set up downloading facilities for me and the recordings I downloaded are 

listed in table 3. For time considerations I was only interested in ......................... to .............., 

since that was the object of .............’s report.  

Table 3.  List of downloaded recordings 

 

............ to .............wma 

............ to ..................wav 

............ to .............wav 

......................... to ........wav 

....... to .............wma 

..... to .......wma 

 

I opened and inspected the ......................... to ..................wav file with Cool Edit. It is 44.1 

kHz 16 bit stereo, and nearly 11 minutes long. I located both occurrences of the Law Society 

referred to by ............. and saved those as ......................... .wav and _the_Law_Society1

........................._the_Law_Society2.wav.  I then checked to see whether both stereo tracks 

were the same by subtracting the inverse of one from the other. I found some miniscule 

differences that may have been round-off. I saved the top track of both 

........................._the_Law_Society1.wav and ........................._the_Law_Society2.wav. as 

mono in Audacity, calling the resulting mono files ......................... 

_track1_mono.wav and ......................... _the_Law_Society1

_track1_mono.wav. These are the audio files I worked with. _the_Law_Society2

 

2. Methodology and Approach of Prosecution Experts 

I was asked to comment on the methodology and approach taken by Mr ............. and Mr 

............., with particular focus on Mr .............’s interpretation of the Rose doctrine. Since 

Messrs ............. and .............’s methodology was essentially the same, I will only comment in 

detail on .............. 

2.1 What ............. did 

............. received a copy of one of the questioned recordings - the .........................-.............. 

conversation - on CD, and transferred it to computer. He then appears to have listened to it 

and looked at its audio wave for linguistic and acoustic anomalies. He lists (p.4) nine 

locations where he noted such anomalies, and he singles out two of ..............’ utterances (p.5) 

as particularly salient: That’s right (min. 06:14) and the Law Society (06:47).  

He justifies the anomalous status of That’s right by the sudden drop in amplitude of the 

background hum coterminous with the utterance, also noting that the same abrupt dis- and 

reappearance of the hum can be observed, to varying degrees, at the other putatively edited 

locations.  

He justifies the anomalous status of the Law Society by reference to both its acoustic and 

linguistic features (its peri-utterance change in noise level having first alerted his attention). 

He observes (pp.5,6) that the second occurrence of the Law Society is identical in timing and 

intonation with ..............’ previous utterance of the Law Society, and that, when its wave-

form is expanded, it “correlates very well” with the wave-form of the previous the Law 
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Society, including an identical drop-out in the. Moreover he points out the presence of mobile 

phone interference at identical locations relative to the utterance in both its occurrences.   

Based on the assumption that “It is highly unlikely that someone will say the same words on 

two different occasions with exactly the same pace and intonation” (p.5) he concludes (p.5) 

that the two occurrences of the Law Society are “… without doubt the same utterance, with 

the earlier utterance … being the original utterance … copied and pasted to the second 

utterance … .”  The general conclusion (p.8) is that “… the copy recording has definitely 

been edited … .” 

2.2 Critique 

I have no quibble with the initial stages of .............’s methodology: looking and listening is 

the essential first step in any forensic speech-science case-work. ............. is able to articulate 

to some extent what he is looking and listening for, and to that extent his activity warrants the 

term examination he uses. Beyond that (and apart from the inappropriate and poor 

instrumentation used) the methodology is deficient in three main substantive respects: 

quantification, evaluation, and relevant expertise. Evaluation being logically primary, I’ll 

explain that first.  

2.2.1 Evaluation  

For the past twenty years or so, the evaluation of forensic science evidence has been 

undergoing a big paradigm shift (Saks & Koehler (2005), Morrison (2009)). One of the 

directions of this shift is the requirement that the evaluation should be logical and the 

evaluation of DNA evidence is usually held up as the benchmark for practitioners to emulate 

(in, for example, the US National Research Council’s 2009 report to Congress).  

 

Forensic evidence is logically evaluated – rationally is a better word – within what is now 

known as the likelihood ratio framework. This has been the standard framework for forensic 

DNA comparison since the 1990s. Considerable support can now be found for it. The 

approach is endorsed in all major textbooks on forensic statistics, e.g. Aitken and Taroni 

(2004), Balding (2005), Lucy (2005), as well as in the guide for judges, lawyers, forensic 

scientists and expert witnesses prepared by the Royal Statistical Society’s Working Group on 

Statistics and the Law (Aitken et al. 2010). The Board of the European Network of Forensic 

Science Institutes, representing 58 laboratories in 33 countries, has now endorsed LRs on 

page 3 of their best practice guidelines on forensic automatic and semi-automatic speaker 

recognition (Drygajlo et al. 2016). The UK and Irish Association of Forensic Science 

Providers (2009) have made it part of its standards for the formulation of expert opinion in 

evaluative forensic science. The majority of forensic speech science research published 

between 2010 and 2013 used quantitative measurement and statistical models to calculate 

LRs and empirically test the system’s performance (Enzinger et al.: 44).  
 

There are now many descriptions of how the logical evaluation of evidence works. 

Accessible accounts many be found in Roberson & Vignaux (1995), Rose (2005), Morrison 

(2010), Michaelis Flanders & Wulff  (2008). 

 

The logical evaluation of evidence works as follows. I have adapted the scenario from 

Balding’s crime on an island example in his book Weight-of-evidence for Forensic DNA 

profiles (Balding 2005: ch.2). 

 

Suppose DNA from a crime scene matches that of a suspect. P claim that, given the match, 

the DNA comes from the suspect. How do you evaluate this claim rationally?  
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You first work out how likely you are to get the match if the crime scene DNA had come from 

the suspect. That is easy, barring a few genetic or medical quirks like Chimerism or 

transplants. If the crime scene DNA had come from the suspect, then of course it would 

match the suspect’s – in other words the probability of a match, given that the DNA came 

from the suspect, is 100%.  Formulate this as:  

 

p(match|Hp) = 100% 
p stands for probability, Hp stands for prosecution hypothesis, 

 | stands for assuming that … is true 

 

Then you work out the probability of getting the match assuming that the DNA came from 

someone other than the suspect. For that you have to know the incidence of the particular bit 

of matching DNA in the population. Suppose that bit of matching DNA could be found in 

one individual in 10000 (the forensic DNA expert will have this kind of information, one 

hopes). So the probability of getting the match assuming the DNA had come from someone 

else is 1 in 10000 or 1/10000 or 0.01%. Formulating again: 

 

p(match|Hd) = 0.01% 
Hd = defence hypothesis 

 

With these two probabilities – 100% and  0.01% - you can say that you are 100/0.01 = 10,000 

times more likely to get the DNA match assuming the DNA had come from the suspect rather 

than some other randomly chosen individual. That is the measure of the strength of the 

evidence (i.e. the matching DNA). It is called a likelihood ratio. It is the ratio of the 

probabilities of getting the evidence under the competing hypotheses. The magnitude of the 

LR quantifies the strength of the evidence. To the extent it is bigger than 1 it supports the P 

hypothesis; to the extent it is smaller than 1 it supports the D hypothesis. To the extent it 

approaches 1 it is useless for both P and D. So, 10,000 being considerably bigger than 1, this 

counts as considerable support for the P hypothesis. In formulae again: 

 

Likelihood Ratio = p(match|Hp) / p(match|Hd) = 100%/0.01% = 100/0.01 = 10,000 

 

You now have the strength of the evidence but you are not done yet. You still have to work 

out the odds that the DNA came from the suspect before the match evidence is known. In 

other words: how many other people could have left their DNA at the scene? This must be 

estimated from other information, perhaps other evidence in the case. Suppose the crime has 

been committed on a small island with only 1000 adult inhabitants, including the suspect, 

who had access to the crime scene. With just this information there are 1000 adults, including 

the suspect, who could have left their DNA at the scene. So the odds that the DNA came from 

the suspect BEFORE you know about the DNA match are 1 to 999 against it being the 

suspect. This is known as the prior odds. It is the ratio of the probability that the DNA came 

from the suspect – p(Hp) – to  the probability that it didn’t – p(Hd), so: 

 

prior odds = p(Hp)/p(Hd) = 1/999 

 

With a quantification of the strength of the evidence and an estimate of the prior odds, and 

only when you have both, you can now estimate the odds that the DNA came from the 

suspect, given the evidence. Which is what everyone wants to know. It is called the posterior 

odds: 
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posterior odds = p(Hp|match)/p(Hd|match) 

 

By the odds form of Bayes’ Theorem the posterior odds are easy to calculate:  

 

posterior odds = prior odds x likelihood ratio 

 

The prior odds are 1/999; the likelihood ratio is 100/0.01; so the posterior odds are 1/999 x 

100/0.01 = 100/9.99.  

 

You finally have to convert the posterior odds to probability. Converting odds to probability 

you get 100/(100 + 9.99) = 90.9%. There is about a 90% probability that the DNA came from 

the suspect, given the match: 

 

posterior probability = p(Hp | match) = 90% 

 

To summarise, if you want to know the probability of a hypothesis, given the evidence 

adduced in its support, you have to know both the strength of the evidence and the prior 

probability (the probability the hypothesis is true before the evidence is considered).  

 

Now let us apply this reasoning to the case in hand. In this case, the prosecution hypothesis 

Hp is that the recording has been tampered with. Since tampering is too vague a description I 

will be specific and use one of .............’s claims, namely that the second occurrence of the 

utterance the Law Society has been copied from the first. The defence hypothesis Hd, 

presumably, will be something like it has not been so copied and is a bona-fide utterance 

reflecting what .............. said in the original conversation. 

 

The evidence adduced in support of the hypothesis, as far as .............’s report is concerned, is 

that the two occurrences of the Law Society are almost identical. Call this evidence E – it is 

analogous to the DNA match in the example above. So the court would reasonably want to be 

told how probable is it that the utterance has been copied (Hp), given the high degree of 

similarity observed (E). This is a posterior probability – p(Hp|E). 

 

As shown above with the DNA example, in order to rationally estimate the posterior 

probability that the prosecution hypothesis is true, given the evidence, you need the strength 

of the evidence and the prior probability, combined according to Bayes’ Theorem. 

 

Now let us look at how close ............. comes to this formulation. He says “It is highly 

unlikely that someone will say the same words on two different occasions with exactly the 

same pace and intonation”. This is a statement about the probability of getting identity in 

tempo and intonation assuming that the words are not copied, i.e. a statement of probability 

of evidence (identity) given the defence hypothesis (the two utterances are different), or 

p(E|Hd).  So this is one part of the LR.  From this, however, he concludes that there has 

definitely and without doubt been copying. This is a posterior probability and furthermore one 

of 100%: p(Hp|E) =100%. In order to rationally arrive at a posterior probability, ............. 

would have had to estimate both the probability of getting the observed identity between the 

two utterances, assuming they had been copied, i.e. p(E|Hp), and also incorporated an 

estimate of the prior odds. He didn’t, so logically he cannot estimate a posterior. His 

reasoning is logically fallacious. 
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Furthermore, .............’s posterior, given the evidence, is 100%. Now, he has already said that 

the probability of getting the evidence assuming the defence hypothesis is not zero, but very 

small (“highly unlikely”), so the only thing which will result in a posterior of 100% will be 

priors of 0. This makes no sense as that would introduce certainty into an equation that is 

meant to handle uncertainty. It is like saying “I am sure, before I look at the evidence, that it 

has been copied.”  

 

2.2.2 Quantification 

In his assessment of .............’s evidence .... HHJ draws attention to the lack of quantification. 

He asks: 

 
“… to what extent can the differences between the same word, spoken by the same person, be 

measured? Does it follow that where the word is electronically measured and compared to another 

word and there are marked similarities that must mean it is a digital clone?” 

 

This question of course is spot-on. I will now answer it. It is first and foremost about 

quantification. Quantification is another desideratum in the new paradigm for forensic 

evaluation, and in order to properly implement the rational evaluation of evidence of the kind 

described above, one needs to quantify. 

 

Specifically, one needs to quantify the degree of difference between the two utterances of 

the… Law Society? so that one can estimate the probability of getting that difference under 

competing hypotheses (i.e. the LR). (I use the term difference here to cover all degrees of 

difference – you can call very small differences similarities or no differences identities). 

Since .............’s report contains no quantification – he simply assessed the degree of 

similarity visually and auditorily – this constitutes a second defect. I will now remedy that. 

 

The difference between the two occurrences of the… Law Society? can be quantified in many 

different ways, depending on the level at which one compares them. Different comparisons 

will be associated with different strengths of evidence. One might, for example, compare the 

two occurrences lexically, with respect to their constituent words (the, Law, Society), in 

which case there is no difference between them. But this identity is of no use forensically 

because the probability of getting that identity is going to be the same assuming copying or 

no copying: p(identical words | copying) = p(identical words | no copying). The resulting 

strength of evidence, aka likelihood ratio, will be useless. 

 

One might compare the two utterances with respect to their vowels and consonants, 

transcribed with the International Phonetic Alphabet (IPA). This would be an auditory-

phonetic comparison. If you do that, the utterances differ only in the presence of a tiny extra 

bit at the end of the second utterance which is transcribed with a little red superscript :  
                                  the first occurrence is:    … ]  
                              the second occurrence is:   … ]  
This is an auditory difference, but I will explain in due course how it would furnish a strength 

of evidence of considerable magnitude in favour of the prosecution hypothesis. 

 

An acoustic-phonetic comparison would be even better. This would be a comparison of 

acoustic properties used to signal linguistic information. There are many different acoustic-

phonetic parameters that could be used to compare the two occurrences. I will exemplify just 

one: fundamental frequency (F0). F0 is the rate of repetition of the complex speech wave. 

There are sections devoted to F0 and its forensic potential in Rose (2003: 4098-4111). It is 
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the main acoustic correlate of perceived pitch and in English it encodes mainly intonational 

pitch.  Physiologically, F0 reflects the rate of vibration of the speaker’s vocal cords.  

 

 

 
Figure 3. Fundamental frequency of the … Law Society (ringing me)? superimposed on wideband spectrogram. 

F0 is shown by the thick red line. F0 scale is at left. 

 

It is relatively easy to digitally extract and quantify F0. I have used the well-known software 

package Praat, a very popular package for phoneticians, to do this. The top panel of figure 3 

shows the F0 of ..............’ utterance the… Law Society ringing me? The F0 is shown with a 

thick red line. It has been superimposed on a wideband spectrogram to show its relationship 

to the acoustics of the vowels and consonants.    

 

The bottom panel of figure 3 shows the F0 for the utterance the… Law Society? likewise 

superimposed on the wideband spectrogram. I have extracted the F0 over about the same 

duration (0 – 280 csec.) in both utterances for visual comparison.  
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Orienting with respect to the spectrographic information, the F0 time course in the… Law 

Society lasts from ca. csec. 0 to csec. 230. The pause can be seen from ca. csec. 40 to ca. csec. 

130. In the pause, between ca. csec. 70 and ca. csec. 120, is acoustic noise, probably from the 

automatic gain control of the tape recorder.  

 

Visual comparison of the F0 in both panels of figure 3 shows that its time-course is nearly 

identical over this stretch for both occurrences. One obvious difference occurs at the 

beginning of the vowel in Law (starting at about csec. 130), where a portion of F0 is missing 

for the second occurrence. This, however, is an artefact of Praat’s plotting algorithm at this 

scale: the F0 is there; it has just not been plotted in this display (this is clear from the 

following figure). This shows you have to be careful with just visual comparison. 

 

 

 
Figure 4. F0 time courses compared for the two occurrences of the … Law Society? 

 

To get a better idea of the difference between the F0 values in both occurrences of the… Law 

Society?, figure 4 shows them compared without the spectrographic background. To produce 

this figure, F0 and its accompanying duration values were extracted for both occurrences 

using Praat’s Pitch listing command, and copied to text files. These were then imported into 

R (a widely-used statistical software package) and plotted.  Because the F0 values were so 

similar that, plotted with the same line thickness one would have just about obscured the 

other, I plotted the F0 from the first occurrence of the… Law Society? with a thicker, grey 

line, and the F0 from the second with a thinner red line. This gives an idea of the true 

difference between the two extracted F0 time courses. Blind Freddy can see that there is very 

little difference between the two sets of F0 values. They agree in considerable detail, the only 

visible difference being at the end of the syllable Law (just before sec. 1.5) where the two F0 

traces diverge a little. The obvious question now is whether anyone could ever produce two 

utterances of the… Law Society? with F0 traces that match to that extent.   

 

But to find this out we first have to quantify the difference between the two sets of F0 curves. 

This can be done in many, increasingly sophisticated ways, but to avoid steamrollering the 

nut we will use a simple mean unsigned distance between the F0 values of the two 

occurrences at each sampling point.  (So if, at a given time point, the F0 value of the first 

occurrence was 130 Hz and the F0 value of the second occurrence was 133 Hz, the unsigned 

value of their difference would be |130-133| = 3 Hz, and if the value of the first occurrence 

was 140 Hz and the value of the second was 138 Hz the unsigned difference would be |140 – 



13 
 

138| = 2 Hz.). The mean of all of the unsigned differences at each time point is then 

calculated to quantify the overall difference between the F0 curves of the two occurrences of 

the… Law Society?. As you might expect from looking at figure 4, the mean unsigned 

difference was very small: 0.9 Hz. This shows that there is indeed a difference, but an 

exceedingly small one. We now ask: what is the probability of getting this difference, 

assuming the second occurrence of the… Law Society? was not copied from the first (i.e. that 

they are both genuinely different utterances from ..............)? This is p(E|Hd). 

 

 

 

 
 
Figure 5.  F0 of my imitated replicates of the… Law Society? aligned at onset of /i:/ in the. Top panel shows all 

30 replicates. Middle panel shows pair with smallest mean unsigned difference. Bottom panel shows pair with 

largest mean unsigned difference. Horizontal axis = duration (sec.), vertical axis = F0 (Hz). 

 

In order to get an idea of this probability, I produced and recorded 30 tokens of the… Law 

Society?, trying to replicate its intonational pitch, and the pause between the and Law. It is 
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not easy trying to pause for exactly the same amount of time for every token, and I tried 

counting “one-two” in my head to try and get the pause the same duration every time. To the 

extent that I failed in reproducing the pauses (and I did), the time-aligned difference between 

any two replicates’ F0 shapes will of course be greater.  

 

The resulting 30 replicates then constituted 30 examples of me trying to say the same thing – 

the… Law Society? – in exactly the same way. I then extracted the F0 from each replicate 

using Praat with the same settings I used for ..............’ F0
1
, and wrote the data into text files 

which were then used for further processing in R. I then calculated the mean unsigned 

difference between the F0 shapes in all 435 pairs from my different the… Law Society? 

replicates. Figure 5 shows the F0 for all 30 comparisons, as well as my best (mean signed 

difference = 4.7 Hz) and my worst (mean signed difference = 100.1 Hz ). F0 is aligned at the 

onset of the /i:/ vowel in the, as one cannot control the duration of voicing in the onset 

consonant //. It can be seen that the worst pair involves a bad difference in my pause timing 

(otherwise the F0 shapes are fairly similar). It can also be seen that the best pair, although 

similar, is not anywhere near as similar as the two F0 shapes from ..............’ two occurrences 

of  the… Law Society? in figure 4. It should also be noted that my best pair was between non-

contiguous examples (nos. 19 and 30). This suggests it was due to chance rather than my 

ability to imitate the immediately preceding replicate: one might be expected to get a good 

agreement sometime in 435 goes!  

 

With these data one can estimate the probability of getting the observed difference of 0.9 Hz 

between the F0 of ..............’ two occurrences of the… Law Society? assuming the second 

occurrence has not been copied, i.e. p(E|Hd). Figure 6 shows the probability density function 

for the distribution of mean unsigned F0 differences for all my 435 comparisons of the… Law 

Society?. The distribution is clearly bi-modal: most of my differences were around 70 Hz, but 

there is a local mode much lower at about 20 Hz. I suspect that this reflects a difference in my 

ability to time the pause properly. Since the distribution is non-normal it has been modelled 

with a kernel density. The position of the value of the evidence – 0.9 Hz – is shown by the 

vertical red line
2
. It has a very low probability density of about 0.0025.  

 

 
Figure 6. Probability density function of mean unsigned differences in 435 comparisons of known imitations of 

the… Law Society?. Vertical red line indicates position of observed difference in evidence of 0.9 Hz. 

                                                           
1 pitch range = 80 Hz – 250 Hz; analysis method: = autocorrelation (for intonation research); advanced settings: 
Very accurate; max candidates=15; silence threshold= 0.04; voicing threshold=0.4; octave cost=0.01; Octave-

jump cost 0.35; voiced/unvoiced cost= 0.14; time step strategy= fixed (0.005). 
2
 Because the F0 range of my productions was very similar to ……’, there was no need to normalise the data. 
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Now to p(E|Hp). In order to estimate the probability of getting the observed difference of 0.9 

Hz between the F0 of ..............’ two occurrences of the… Law Society? assuming the second 

had been copied from the first, I used Praat to simply select all 30 replicates and copy and 

paste them to a location after the first set. I then extracted the F0 of each of the copied 

replicates and calculated the mean signed difference between it and the corresponding 

original. One might expect there to be no difference in F0 between the original and the copy, 

but the digital extraction of F0 is sensitive to the position of the F0 in the particular frame of 

the audio file, and since I deliberately did not control that (to mirror what would have 

happened had someone copied and pasted the first occurrence), there will be some small 

differences. Figure 7 plots the distribution of the differences for the 30 comparisons between 

known original and copied examples. It can be seen that, although there are some 

comparisons which have mean differences up to about 4 Hz, the differences between original 

and copied F0 are generally very small – the mode is less than about 0.5 Hz. The difference 

of 0.9 Hz between the two occurrences of ..............’ the… Law Society? is shown with a 

vertical red line. The probability density for this difference, assuming the second occurrence 

has been copied from the first, is about 0.45. This means that the strength of evidence for the 

observed difference between the F0 of the two occurrences of ..............’ the… Law Society? 

is: 

 

LR = p(E|Hp)/p(E|Hd) = 0.4542/0.0025 = ca.180 

 

According to these experimental imitated data you would be about 180 times more likely to 

get the observed difference between the two occurrences of ..............’ the… Law Society? if 

the second had been copied from the first than if they were genuine independent utterances.   

 

This magnitude of LR would have the following effect on your rational evaluation of the 

evidence. Suppose you believed very very very strongly, on the basis of the other evidence in 

the case, that there had been no copying (say for example you were 99% sure from the other 

evidence that no copying had taken place). The LR from the evidence from this experiment 

would make you change from 99% sure that there was no copying to 65% sure – so, not very 

sure but more sure than not – that there was
3
. Now suppose you felt you really could not say 

one way or the other from the other evidence in the case whether there had been copying; 

then a LR of 180 from the new evidence will change that agnosticism to 99% sure there had 

been
4
. 

 

Of course, this LR of ca. 180 will vastly underestimate the true LR because it reflects a case 

where a professional phonetician specialising in tone languages has deliberately tried to 

imitate the pitches involved. If the second occurrence of the… Law Society? were genuine, 

.............. would not have been deliberately trying  to say it in a manner as near as possible to 

his first, which he couldn’t have remembered in any case, separated as it was from the first by 

several minutes. To make a better estimate of the true LR one would have to have elicited 

naturally-occurring replicates of the… Law Society?, which would be a complex task. Also I 

am just one speaker. One would have needed to run the experiment with many different 

speakers to get an idea of the kinds of LRs to be expected if someone deliberately tries to 

imitate a phrase of this length with a pause in it.  

 

                                                           
3
 Prior odds of 1/99 * LR of 180/1 = posterior odds of 180/99 = posterior probability of 180/180+99 = 65%. 

4
 Prior odds of 1/1   * LR of 180/1 = posterior odds of 180/1    = posterior probability of 180/180+1   = 95%. 
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Figure 7. Probability density function of mean unsigned differences in 30 comparisons of digitally copied 

tokens of the… Law Society?. Vertical red line indicates position of observed difference of 0.9Hz. 

 

 
Figure 8. Wave-forms of the in the… Law Society? showing drop-out.  Top panel = first occurrence, bottom = 

second occurrence. X-axis = duration (csec.).  

 

I estimated above a LR for the evidence from the comparison of the F0 in the two 

occurrences of the… Law Society?, but one could also carry out the comparison at a higher 

level of granularity – the level of the wave-form itself.  This would include very much more 

detail, as the speech wave-form is very much more complicated than the F0 (the F0 is 

actually derived from it). The wave-form represents the rapid fluctuations in air-pressure in 

the radiated acoustic speech wave, and results usually from the interaction of energy 

produced by the speaker’s vocal cords and the way this energy is modulated by their 

supralaryngeal vocal tract (the bit from the cords to the lips).  

 

Figure 8 shows the wave-form from the word the in both occurrences of the Law Society?  

The absence of acoustic energy in mid-duration is a mobile phone drop-out, which can be 

easily heard as well as seen. As both ............. and ............. observed, the two wave-forms 

look pretty similar, but how similar are they really? One cannot really see at this kind of 

scale. To give an idea of the degree of similarity, figure 9 zooms in to show part of the drop-
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out and the preceding glottal pulse for both occurrences of the…Law Society? The wave-

forms were aligned at the point of first positive-going zero crossing in the glottal pulse.  

This wave-form was sampled at 44100 Hz, so there were 44100 sampled values every 

second. The stretch of wave-form in figure 8 therefore lasts for less than a hundredth of a 

second, and its rapid rises and falls are occurring about 2000 times per second. It is clear that 

they are not exactly the same – for example at about sampling point 110 you can see two 

small pulses in the second occurrence of the where the first only has one. However, at most 

of the sampling points the amplitude of the wave can be seen to be very similar between the 

first and second occurrences indicating that the vocal tract excitation was occurring at the 

same time in both. This is similarity at a very very high level of agreement, and it is found 

over the whole of the utterance: over some 99,225 sampling points. 

 

 
Figure 9. Expanded wave-form for part of drop-out and preceding glottal pulse in both occurrences of the in 

the…Law Society? Horizontal axis = duration in 1/44100ths second. Vertical axis = amplitude (arbitrary units). 

 

It would be possible to do the same kind of comparison for the wave-form detail as for the F0 

to derive a LR for the difference between the two utterances’ wave-forms, but it would be 

otiose. The very small differences between them will give an enormously big LR in favour of 

the prosecution. 

 

More significant still is the presence of the drop-out in the same position relative to the vowel 

wave-form in both occurrences. Figure 10 shows the wave-form corresponding to the whole 

of the drop-out and the glottal pulses around it.  It can be seen that it occurs at the same place 

and has the same duration in both occurrences. The vowel wave-form is from the speaker; the 

drop-out is from a totally different source. If the second occurrence of the… Law Society? 

were bona-fide this congruence would surely represent a coincidence of incalculable 

magnitude. Trying to formulate this circumstance in LR terms is problematic. The probability 

of getting the agreement in drop-out alignment assuming copying will be near 100%.  I lack 

the knowledge and expertise to estimate how likely you would be to get the alignment 
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assuming the second occurrence was genuine. How probable would it be to get a drop-out of 

the same duration occurring in the same position in the same vowel about five minutes later 

in the same utterance? I can only guess that it would be infinitesimal. So small, in fact, that 

whatever prior odds you assume, the LR will convert them to near certainly that copying has 

occurred.  

 

 
 

Figure 10. Waveform detail around drop-out in the in both occurrences of the… Law Society?. 

 

2.2.3 Relevant Expertise 

Let us now turn to the third question of relevant expertise. ............. is an engineer, not an 

acoustic-phonetician. He lacks expertise in the area of interpreting speech wave-forms. To an 

audio engineer the speech wave-form is a time-varying signal. To a phonetician, or speech 

scientist, the speech wave carries many different types of information, for example what is 

being said, how it is being said, the sex of the speaker etc.. More importantly, a phonetician 

knows how to relate the speech wave to that information. To the extent that .............’s report 

ignores such information, it is defective. This can be easily shown. 

 

Let us look, from a phonetic point of view, at the first occurrence of the Law Society?, where 

.............. says you are the… Law Society ringing me? And let us focus on just one part of it: 

the part corresponding to the boundary between the final syllable of Society and the first 

syllable of ringing. Now, in fluent speech, although we perceive gaps between words, we do 

not produce them. One word flows into the next and furthermore our articulatory mechanism 

anticipates during the sounds it is currently producing what is coming next. This is what helps 

generate fluent speech.   

 

In a phonetic transcription that represents the actual speech sounds that are being produced,  

.............. says the final syllable of Society [], and the initial syllable of ringing is []. 
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There is nothing problematic about these articulations, given ..............’ RP (received 

pronunciation) accent. Together, the two syllables are []. The left-hand panel of figure 

11 shows a wideband spectrogram corresponding to this stretch of speech (actually a bit of 

the second syllable of ringing is also included). 

 

Spectrograms like those in figure 11 show how much acoustic energy is present at what 

frequencies, and how this distribution changes over time. Please now look at the spectrogram 

in the left-hand panel. The bottom axis is time, quantified in hundredths of a second 

(centiseconds, csec.). The vertical axis is frequency in Hertz. It can be seen that this part of 

the utterance [] lasted about 40 centiseconds. From csec. 0 to about csec. 7 you can see 

the energy corresponding to part of the t in Society. Most of the t’s acoustic energy is 

concentrated between about 2000 Hz and 4000 Hz. Next, from csec. 6 to about csec. 23, is 

located the acoustic energy associated primarily with the y vowel in Society []. This energy 

is located in two bands. The lower is at about 500 Hz. The higher band is between about 2000 

Hz and 3000 Hz (and is actually composed of two separate components which are not clearly 

visible). Although the lower 500 Hz energy band has been shifted up due to the telephone 

transmission, these two concentrations of acoustic energy – one low, one high – are what 

makes the acoustics sound like the y vowel []. Different vowels – an ah vowel for example, 

would have acoustic energy located at different frequencies. The separate frequency 

components that make up the bands are called formants. They are the resonances of the vocal 

tract and represent the frequencies at which the air in the speaker’s vocal tract were vibrating 

when they said the sound. They are labelled from lowest to highest, so we can see the first 

formant (F1) for the y vowel centered at 500 Hz. The second formant (F2) for the y vowel lies 

between about 2000 Hz and 2500 Hz, and the third formant (F3) lies between about 2500 Hz 

and 3000 Hz.  

 

  
Figure 11. Wideband spectrograms of ty in the…Law Society?. Left = first occurrence, right = second 

occurrence.  

 

Now look at what happens to the second formant towards the end of the y vowel, a bit before 

csec. 20. You can see the second formant move abruptly down in frequency to reach about 

1300 Hz at about csec. 22. It is not as clear, but you can also see the third formant shift down 

in frequency too, so that at csec. 22 it is at about 2200 Hz. These abrupt downward shifts of 

F2 and F3 over the last part of the y vowel are related to the acoustics for the following r 

sound in ringing. They reflect the anticipatory movement of the tongue away from the 

position for the y vowel and towards the position for the r sound, which has a 

characteristically low F2 and F3 (Stevens 1998: 535-543). This is completely typical 
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behaviour: speech sounds assimilate to one another in the course of a natural production of an 

utterance. In this example, where the y at its end is assimilating to the following r, the 

assimilation is anticipatory. The r causes the tongue to move in anticipation of it and the 

acoustics mirror this movement clearly in the downward shift of F2 and F3. (Assimilation can 

also be persevatory, where one sound affects a sound following it.) 

 

Now let us inspect the acoustics of the second, putatively copied, occurrence of the… Law 

Society?. This occurs in the following context:   

 

......................... says: … and the activities of …  

There is a pause. 

Then .............. replies: the… Law Society?  

There is a pause. 

......................... then follows with: well, er yes … .  

 

The right-hand panel of figure 11 shows the spectrogram of the [] in this utterance of the… 

Law Society?. Its y vowel occurs from about csec. 8 to csec. 23. The same downward 

movement of F2 and F3 at the end of the y vowel is noted as for the first occurrence. This 

time, however, there is of course no following r sound to condition this acoustic behaviour, as 

the utterance is followed by a considerable pause (from about csec. 26 onwards). As there is 

no following r to condition this behaviour, the effects of the acoustics are audible. A jury 

could be expected to hear something funny like a short r or a w at the end of Society.  

 

If this utterance had been copied from the first by truncating the ringing me portion, the 

probability of getting the residual r acoustics on the y vowel – p(E|Hp) – would be extremely 

high. If this utterance had occurred naturally at this point in the conversation, where there is 

no following r, the probability of getting residual r acoustics on the y vowel – p(E|Hd) – 

would be extremely low: one does not go around assimilating to non-existent speech sounds. 

(The only marginally plausible scenario I can think of is that .............. was intending to say a 

word beginning with r and for some reason stopped. But that kind of articulation would 

normally involve a prolonging of the r sound, which is not observed. On the contrary, an 

abrupt offset to phonation is observed at csec. 26 which is equally unexplained: even an 

abrupt offset to phonation like a glottal-stop involves non-abrupt acoustic transitions. 

 

The strength of this residual r evidence – its likelihood ratio – would be extremely big in 

favour of the P hypothesis that the second utterance of the… Law Society? had been copied 

from the first. If ............. had had traditional phonetic expertise in addition to his engineering 

capabilities he would have seen this immediately. Lack of relevant expertise caused him to 

miss this important feature.  Neither has the defence case been served by the fact that both its 

experts also missed this rather salient occurrence. They, being speech scientists, do not have 

.............’s excuse.  

 

2.2.4 Combining evidence 

The final thing to note here is that the different types of evidence now need to be combined. 

This is done by taking their product, so that the already extremely big LR from the residual r 

evidence would have to be multiplied by the LR from the F0 comparison to get an even 

bigger LR in support of the favour of the P hypothesis. You would not be able to combine the 

LR from the F0 with that from the wave-form as they are correlated. But you would be able 

to combine the LR from the coincidental drop-out. 
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2.2.5 Summary so far 

In the section above I have specified three aspects of .............’s methodology and approach 

that I find defective: 

 
(1) ............. simply looked and listened to the recordings; he did not quantify. To this extent his approach 

cannot be said to constitute an “analysis” (as he calls it).  

 

(2) He was not able take into account linguistic information relevant to the comparison, because that was 

not part of his expertise. Had he been able to do so he would have noted the unexplained residual r 

acoustics in the second occurrence of the… Law Society?.  

 

(3) Finally, there is the logical deficiency of quoting a posterior probability for the prosecution claim p(Hp 

|E) just from the probability of the evidence assuming the defence case was true p(E|Hd) without 

specifying the necessary prior probability p(Hp) and the probability of the evidence assuming the 

prosecution case was true p(E|Hp).  

 

In the section above I also gave demonstrations of how the problem should have been 

approached, making use of the conceptual framework of what is now called the logical 

approach to forensic evidence evaluation, using the likelihood ratio and Bayes’ Theorem. 

The outcome of this was to demonstrate that, despite the deficiencies in .............’s report, he 

arrived at basically the correct conclusion, at least with respect to ..............’ utterance the… 

Law Society? Namely that there was an extremely high probability that the second occurrence 

had been copied from the first. I cannot say anything about .............’s other findings, as I 

have confined my report to an examination of the… Law Society? and not analysed the 

recorded material on which .............’s other findings were based. 

 

Since ............. did essentially the same thing as ............., but on more material, the same 

criticisms may also be made of his approach and methodology (although he does not, I think, 

conclude that his finding is 100% sure). And by the same token the same comment applies on 

the correctness of his finding with respect to Isaac’s the… Law Society?: He got the right 

answer with a defective approach. I cannot say anything about .............’s other findings as I 

did not examine the material on which they were based in the recordings. 

 

2.3 Mr. .............’s interpretation of the Rose doctrine 

In my Forensic Speaker Identification book (Rose 2002), and in the legal reference work The 

Technical Comparison of Forensic Voice Samples (Rose 2003), and very likely elsewhere, I 

have written that no-one ever says the same thing the same way. Now, in the same way can 

be construed in many different ways: said with the same intonation, for example, or the same 

rhythm, or with the same nasalised twang. It is important to understand here, however, that, 

given the context of the books – forensic voice identification using acoustic features – in the 

same way means with identical acoustic consequences. To paraphrase, then: no-one ever says 

the same thing in such a way that the resulting acoustics are identical. 

 

I wrote it like this to draw the reader’s attention in what I hoped was a painless way to the 

phenomenon of within-speaker variation (also known as intra-speaker variation), since 

within-speaker variation implies the idea of no-one ever saying anything in exactly the same 

way. For me, the notion of within-speaker variation is logically incompatible with someone 

saying the same thing in the same way. If you encountered a case where two utterances from 

the same speaker were acoustically identical, that would be a counter-example to the claim of 

within-speaker variation. 



22 
 

 

The fact that a speaker’s voice varies is important in Forensic Voice Comparison (FVC).  

Within-speaker variation means that, unlike with DNA, the probability of getting the 

difference between the suspect and offender voice samples, assuming the suspect said the 

incriminating speech – i.e. p(E|Hp) – can never be 100%. This in turn means that, in order to 

test and evaluate FVC evidence properly, one has to get an idea of the variation in the 

suspect’s voice for the feature under comparison. The FVC research carried out since the 

early part of the 1990’s, and it is substantial, means that quite a lot is now known about the 

way in which an individual’s voice can vary. Different individuals vary to different extents, 

and there is also variation in the degree of variation: some tend to vary a lot; some a little; 

and some vary more on some occasions than other occasions.  

 

In the judgement of .... HHJ I read to my surprise that in the present case the idea that no-one 

ever says the same thing in exactly the same way has been elevated to the status of a doctrine, 

and attributed to me. Now, calling it the Rose doctrine, though I have to do so in this report 

(and it should always have scare quotes), is ridiculous. It is not a doctrine; neither am I its 

high priest. I am not responsible for what professional phoneticians have long accepted as a 

perfectly reasonable working hypothesis:  

 
“If there is one finding that can be said to most universally characterise speech processes, it is the 

finding of variability. Variability in the acoustic manifestations of a given utterance is substantial 

and arises from many sources.” [my emphasis] Perkell & Klatt (1986: ii). 
 

Let us be clear then. Within-speaker variation is best primarily characterised 

epistemologically as an inductive truth: All these marbles are black. They have come from 

this bag. Therefore all the marbles in this bag are black
5
. Induction is simply one of the ways 

humans arrive at knowledge (Chalmers 1999).  Phoneticians see and measure repetitions of 

the same thing said by a speaker all the time (I have spent the greater part of my life doing 

this in my research on Chinese; and the second half of my life doing it in my forensic voice 

comparison research.) When phoneticians keep on observing that the repetitions are never 

exactly the same, they induce lack of invariance (note how it is called a “finding” in the 

above quote). This induction guides their research: they understand that they have to measure 

many tokens of the same thing to get an idea of the magnitude of the within-speaker variation 

involved. Induction is precarious: one counter-example – one white marble from that bag – 

torpedos the generalisation. That is also its strong point from a falsificationist perspective: it 

is a perfectly good scientific hypothesis because it can be falsified. 

 

Within-speaker variation can also arguably count as deductive truth:  All the marbles in this 

bag are black. These marbles (which I can’t see) come from this bag. Therefore they are 

black. The axioms in this case relate to what is known about the production of speech, 

namely its complexity and the degree of conscious control we have over it: 

 
“Speech … is the most highly skilled muscular activity that human beings ever achieve, requiring 

the precise and rapid co-ordination of more than eighty different muscles, many of them paired. 

… The process of speaking at a normal rate is achieved by means of some 1,400 motor commands 

per second to the muscles of the speech apparatus.”  Laver (1994:1) 

 

There is about a second’s worth of actual speech in ..............’ the… Law Society? – so about 

1440 motor commands to be “precisely and rapidly” co-ordinated as the first desideratum for 

                                                           
5
 Example adapted from Lass (1997: 334). 
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replicating exactly the acoustics of the previous utterance. However, precision is a continuous 

variable, and there are limits to the considerable articulatory precision of which we are 

capable. The acoustics radiated from a speaker are in part determined by factors not under 

their control. You do not completely control all aspects of articulation. For example, the th 

sound in the (//) has to be made with the vocal cords vibrating (that distinguishes it from the 

th sound in thing (//) where the cords do not vibrate). It is enough for your cords to vibrate 

for several cycles to signal a //, but you cannot deliberately control precisely how many 

cycles: you cannot say “I am going to say a th sound with five cycles of vocal fold vibration.”  

 

Another aspect that you do not control is called intrinsic indexical factors. If you have a cold 

you can’t help speaking with acoustics that reflect that situation: inflamed tissues in your 

nasal cavity will affect, in a way and to a degree you cannot control, the absorption of 

acoustic energy and therefore the radiated acoustics. If a bit of mucous lands on your left 

vocal fold it will affect the way that vocal fold vibrates. It is not clear that such physical 

conditions could ever be precisely replicated - you are not even the same ensemble of tissue 

that you were a few moments ago!   

 

Your current psychological or cognitive state, which also will play a part, cannot be 

replicated. Consider the pause in the first occurrence of the… Law Society? We cannot look 

inside …….’s brain to find out why he paused then, but a reasonable hypothesis is that he had 

temporarily forgotten where his interlocutor had said he was from. Under these circumstances 

the brain puts the implementation of the program to produce speech on pause while it 

searches and retrieves the requisite information. In fact, the failure to remember has already 

occurred before the pause: one can hypothesise this from ..............’ prolonged ee vowel in 

the.  Normally this would be a short vowel of a different quality called a schwa. Prolonging 

the vowel gives his brain time to do its stuff. The duration of …….’s pause and ee vowel, 

therefore, reflects in part how long it takes his brain to retrieve that specific bit of information 

on that specific occasion. Those specific conditions are unlikely to ever be replicated exactly. 

 

From such axiomatic assumptions, then, it can be argued that identical replication of an 

utterance is not possible. Unlike induction, deduction is not precarious: if you accept the 

axioms, the deduction must be true.  

 

Having clarified the epistemological status of the Rose doctrine [sic: within-speaker 

variation] as inductive, and arguably also deductive phonetic truth, we can now turn to the 

question of Mr .............’s interpretation of it. He writes: 

 
“… my work in this report has been predicated on the facts stated by experts in those fields 

[Forensic Speaker Identification , Linguistics, Phonetics], namely that … it has been concluded 

that no-one ever says the same thing in exactly the same way.” .............’s first report p.9. 

 

This truism is known as within-speaker variation. Any linguistic sample of speech is just one of 

the many possible realisations that the subject is able to produce. Within-speaker variation occurs 

as the result of many different factors, both physical and emotional and a produced sample of 

speech will never be identical to another produced by the same speaker in the same situation. […] 

 
This variability is inherent in the speech performance of an individual at all times. Even if we 

were to produce the same utterance two consecutive times in the same minute, even under ideal 

conditions, the spectrograms, as physical representation of speech production, would never be 

exactly identical.  .............2, p.17. 
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I find nothing to criticise here.   

 

............. then argues that, because no-one ever says the same thing in the same way, and the 

utterances he deems suspicious are extremely similar, then they must have been copied. As 

.... HHJ correctly points out, the problem with this argument is that the putatively copied 

utterances are not identical. If they were, and you accepted the Rose doctrine as axiomatic, 

then .............’s conclusion would logically follow. But they are not identical, so his 

conclusion does not follow. Indeed, given that acoustic parameters are continuous and can be 

specified to any desired degree of precision, it is doubtful if there can ever be identity. You 

might measure the difference between acoustic parameters a and b as 0, but I could point out 

that you have not measured to the required tolerance and that the difference is actually 0.001. 

To which someone else might say, “no, my instruments measure to an even greater precision 

and it’s actually 0.00001”. 

 

This whole problem can, of course, be avoided by using the likelihood ratio approach I 

demonstrated above. That is one reason why I have taken the pains to demonstrate it. This 

involved quantifying the degree of similarity (or difference), and estimating the probability of 

getting that degree of similarity under the competing hypotheses that the utterance had been 

copied and had not been copied. This bypasses the problem that the utterances are not 

identical, and shows that the questions surrounding the applicability of the Rose doctrine are 

a distraction. Of course it is not a distraction in this case since P cites it as an important plank 

in its argument and D misunderstands its epistemological status. We now turn to this. 

 

 

3. Interpretation of the Rose Doctrine by Defence Experts 

I was asked to comment on Dr ...’s and Professor .......’s interpretation of the Rose doctrine. I 

am sure D experts Messrs ....... and ... would be amused at the characterisation of the non-

problematic notion of within-speaker variation as the Rose doctrine.  In his critique of 

.............’s report, Prof. ....... states (p.3): 

 
Mr. ............. based his ENTIRE approach on an (unmodified) statement made by an Australian 

phonetician named Rose. He quoted him as indicating that “no one ever says the same thing in 

exactly the same way” […] He accepted this “truism” in the extreme – indeed to the extent that he 

appeared to believe that the coarse processing he intended to use would detect even the tiniest of 

the intraspeaker variations that would occur.  

Dr ... is rather more voluble:  

 
Mr. .............’s use … is predicated upon an extreme and unproved hypothesis that contends that no one 

ever says the same thing in exactly the same way”. [his emphasis] FCR6 p.7. 

 

… that whole process is based on an unproved and extreme hypothesis that none of us ever say the same thing in 

the same way twice.” FCR6 p.10.  

 

… based on a seriously faulty theoretical hypothesis, published by Rose and adopted, without any dispute or 

limitations … That unproved claim by Rose … is that a person never says the same thing in exactly the same 

way. No one has ever proved, or could prove, such an extreme claim without recording, analysing, and 

documenting that all speech by all speakers in all environments, and at any times [sic: time], can never be 100% 

identical to the speech said at another time or by another speaker, etc. It is irresponsibly naïve to claim that 

there is never identity in two separate speaking [sic: produtions] of a word or phrase; scientist [sic: 

scientists] normally never says [sic: say] never. FCR6 p.21 [his emphasis]. 
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… is based on an unproven and extreme theoretical claim by his cited author that speech will never be exactly 

the same on different instances of speaking, by the same speaker, in any environment, Scientist in the inter-

disciplinary  speech field have never proved such an extreme claim, and any professional application of that 

claim would have to either strictly and unscientifically follow a theoretical hypothesis that it could never 

happen, or would have to include the conducting of tests on extremely large amounts of data, to prove such a 

claim. It is irresponsible for any use of such an extreme unproven hypothesis … . FCR6 p. 26. 

 

… the other extreme error in the prosecution analysis is the extreme and unproven claim that no-one ever 

says the same thing twice, in exactly the same way. [his emphasis] 

This was a cited claim made by David [sic: Philip] Rose, which is a highly exaggerated hypothesis that falsely 

simplifies the reality that there is natural variability in the speech samples from any one speaker.  
 
… It is NOT a fact that a person NEVER says the same waveform twice. FCR6 p. 40. 

 

There is more, but I think these citations are sufficient to convey the gist of ...’s objections. 

One is tempted to dismiss this ad nauseam stridency as so much sound and fury, were it not 

for the fact that it suggests one of the famous lines (about protesting) from the play scene in 

Hamlet. But I have to address the points I was asked to address. I have just four comments. 
 

(1) Firstly, it is generally accepted in the falsificationist view of science that theories are 

not proven; they can only be disproved. So ...’s objection that the Rose doctrine has 

not been proved, nor could not be proved, can be completely discounted: you can 

safely ignore all the uproven comments. I agree too that it could not be proved. As I 

have just stated, it is an inductive truth: it is not important that it cannot be proved; it 

is only important that it can be shown to be wrong. The word extreme seems to figure 

large in ...’s critique, and ....... mentions it too. Again, from the philosophy of science 

there is nothing inherently bad about extreme hypotheses: on the contrary, they are 

actually good because they are easier to disprove.  

 

(2) Secondly, it is clear that, for ..., within-speaker variation includes zero variation: 

 
Intra-speaker variability means that a person may vary considerably in his or her pronunciation of 

the same wording from time to time. However the expectation of variations does not 

automatically guarantee that that variability from one sample to another MUST never be zero. 

FCR6 p.40. 

 

As I wrote above, for me, accepting the notion of within-speaker variation 

logically excludes the possibility that you will find two identical instances from 

the same speaker. But I can quite happily live with someone who conceives of 

variability as a continuum with zero at one end; and I would be quite happy if 

someone were to find one instance of acoustical identity to disprove the 

hypothesis. That’s all it needs! Good luck with that.  

 

(3) Thirdly, one should be wary of casting double negatives. To claim, as ... does, that “It 

is NOT a “fact” that a person NEVER says the same waveform twice” appears to 

imply that it is sometimes true. I wonder how he would know this if he insists it could 

never be proven.  

  

(4) The forth, and most important point, already expressed, is that this fulmination about 

extreme unproven hypotheses is an irrelevant distraction. Let us for the moment 

indulge ... that it is possible for two utterances to be exactly the same acoustically. A 

moment’s thought will show this makes no difference. Given that there has not yet 
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been an example of acoustic identity (... would surely have cited it if there were) the 

probability of getting identity assuming the defence hypothesis p(E| Hd) would still be 

vanishingly low and the LR would still be inconceivably big in favour of the 

prosecution. The simple fact is that the P experts ............. and ............. should have 

quantified the differences and estimated the probabilities of those differences under 

the competing hypothesis. They did not need to invoke the Rose doctrine. 

 

 

4. In what Circumstances and Field should the Rose 

Doctrine be applied? 

As I hope has become clear, the Rose doctrine is just another way of referring to the inductive 

truth of within-speaker variation. As I have already written, phoneticians apply this 

assumption in many things they do. If you are comparing the speech of A with that of B you 

cannot get a good idea of the relationship between the two if you just sample one token from 

both; if you are trying to estimate the probability that the suspect said the incriminating 

speech you will not get far without an estimate of their within-speaker variance. If you were 

trying to evaluate the the… Law Society? evidence in this case you would really need to 

estimate ..............’ variation in many repeats of the utterance with the same intonation and 

pausing. Failing that, you would need to estimate it with within-speaker variation from other 

experimental sources, along the lines demonstrated above.   

 

 

5. Similarity between same short phrases or single words 

from same speaker 

I was asked:  

is it to be expected that that the same short phrases or single words (such as “yes” and “yeah”) 

spoken by the same speaker in the same channel (conversation) will have similar (i) aural 

characteristics; (ii) waveform characteristics; (iii) spectral characteristics?  

The annoying answer to this is: “tell me how you define similarity and I’ll tell you to what 

extent it is probable.” There are only differences, you see. If they are small differences they 

can be called similarities. But without a definition of similarity it is difficult to provide any 

useful answer to this question. I should add, too, that with some anodyne simplifications, 

spectral characteristics depend on the waveform, and aural characteristics depend in part on 

the spectral characteristics. So that if their wave-forms are similar (in whichever way you 

define it), then so will be their spectral characteristics and the way they sound. 

Perhaps some forensic speaker recognition data will help. As luck would have it I did some 

forensic voice comparison in a $150 million telephone fraud some time ago (Rose 2013) 

which involved the same short phrase (not too bad) said with the same intonation (like 

..............’s the… Law Society?). Both suspect and offender speech samples contained this 

utterance, and to properly evaluate the difference between the acoustics of suspect and 

offender not too bad samples it was necessary to collect a reference sample. Many naturally 

spoken tokens were collected from 30 males. They were quantified with respect to their 
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fundamental frequency (F0), as I did with the… Law Society? above (although with much less 

detail).  

 

Figure 12 from Rose (2013) shows the F0 plots for these 30 speakers. They are entirely 

typical. Some speakers (e.g. speakers 1, 10) show considerable variation; some (e.g. speakers 

3, 22) show very little. Note that the visual similarity is considerably enhanced by the fact 

that the duration has been equalised; also the amount of variation is also enhanced by 

including so-called non-contemporaneous variation). So, yes: you will get similar 

characteristics, but it depends on the speaker. But the main thing to see is that there is nothing 

like the degree of similarity demonstrated in figure 4, between the F0 of ..............’ two 

occurrences of the… Law Society?. There is not one remotely invariant speaker. And if that is 

the case for F0 it will be many more times true for the details of the wave form. 

  

   

Figure 12. F0 in not too bad from 30 Australian male speakers. X axis = normalised duration, y axis = F0 (Hz). 

 

6. (Near-) Identity of single words like yes/yeah from same 

speaker? 

I was asked:  

 
Where, for example, the same speaker in the same channel says “yes” or “yeah” in affirmative 

response to say 3 successive questions (and then goes on to make further statements himself), is it 
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to be expected that such utterances will have near-identical (but demonstrably not identical) 

characteristics (aural, waveform, spectral)? 

 

Again, there is the problem of what is meant by near-identical. But I can use data from the 

same case as in the previous section to help answer this question.  Both suspect and offender 

speech samples in this case also contained many tokens of yes as affirmative responses to 

questions. To properly evaluate the difference between the acoustics of suspect and offender 

yes samples it was necessary to collect a reference sample, and several yes tokens were 

collected from 31 males. They were elicited by asking a question that was expected to have 

the answer yes. They were quantified with respect to their spectral acoustics (the first three 

formants (i.e. vocal tract resonances). Figure 13 from Rose (2013) shows the first three 

formants plotted for each speaker. As in the previous example, non-contemporaneous data is 

included – that would have the effect of increasing the apparent variation – and duration has 

been equalised – that would have the effect of enhancing the apparent similarity. 

 

Just as with the F0 in not too bad, you can see examples with a lot of variation (e.g. speakers 

12, 14) and examples with less (e.g. speaker 20). Nowhere are there examples of “near-

identical (but demonstrably not identical)” characteristics. If there is this kind of variation in 

the formants, there will be more variation in the wave-form, although the different yes tokens 

for a given speaker may sound similar (because the perceptual mechanism usually normalises 

away such acoustic differences). So no, I would not expect to get near-identical acoustics 

under these circumstances. I have never seen two separate tokens with the degree of acoustic 

similarity observed for the .............. the… Law Society? utterances.  

 

 

 



29 
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Figure 13. First three formants in yes from 31 male Australian speakers. X-axis = normalised duration, y-axis = 

frequency (Hz). 

 

 

7. “Prosodic speech” 

I was asked:  

 
As a matter of principle, in the domain of forensic phonetics/linguistics, is a finding that 

waveforms (and/or spectral views) of aurally similar short phrases or single words spoken by the 

same speaker in the same channel look “similar”, a sufficient basis for an opinion (to be relied on 

in court) that the reason for similarity is other than prosodic speech within an individual’s 

idiolect? 

 

I’m afraid I cannot answer this because I have no idea what is meant by the term prosodic 

speech. Prosody refers to aspects of speech with phonetic or phonological domains greater 

than the segment, for example intonation, rhythm, stress. So prosodic speech presumably 

means speech that has prosody. Since all speech has prosody of some kind or another, this is 

meaningless.  

 

 

8. Does visual similarity imply tape editing? 

I was asked: 

As a matter of principle, in the domain of forensic phonetics/linguistics, is a finding that 

waveforms (and or spectral views) of aurally similar short phrases or single words spoken by the 

same speaker in the same channel look “similar” a sufficient basis for an opinion (to be relied on 

in court) that the reason for similarity is tape editing? 

The answer is clearly no. Visual similarity does not imply tape editing. As I have argued 

above, that hypothesis can only be properly assessed within a LR framework and on the basis 

of quantitative comparison and consideration of linguistic features like the residual r, and 

circumstantial features like the presence of the drop-out in the middle of the vowel in the.  

Not that visual similarity is not important. Very few (older) practising phoneticians will fail 

to be immediately suspicious about wave-forms that look as similar as some of those 

presented by ............. and ............., even with their poor quality figures. 
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9. Does recorded telephone speech result in reduced 

acoustic information? 

I was asked: 

Where mobile telephone speech is recorded, is the effect of such transmission to reduce the dimensions of 

recorded speech, so that original articulated differences in characteristics – in the same short phrase or single 

words (such as “yes” and “yeah”) spoken by the same speaker in the same channel – are reduced in the recorded 

medium? 

The effect of both mobile and landline transmission is to reduce the information in the 

original recording, and the effect of recording will be to reduce it further, depending on the 

quality of the recording equipment. One major effect is band-rejection, whereby energy is 

lost or distorted below and above certain frequencies (nominally 350 Hz and 3.5 kHz). With 

mobile phones the bit-rate is also dependent on the instant-to-instant demands on the system, 

so that less information is passed at instances of higher demand. 

You are seeking the possibility of arguing, I presume, that it might be possible for the high 

degree of acoustic similarity between some of the putatively copied tokens to have arisen 

because two originally different tokens have been made nearly identical by phone 

transmission and recording.  I guess one could band-reject two originally different utterances 

into similarity. I doubt whether one could achieve near identity within a typical bandpass of 

350 Hz - 3 kHz. Generally, acoustic information related to discrete articulatory events is 

distributed quite widely across the frequency range. If you lower your soft palate to produce a 

nasal consonant, for example, the resulting acoustics will be seen on a preceding vowel over 

a wide range of frequencies. Moreover, all the bits of the vocal tract involved in articulation 

are (one hopes) connected to one another in vivo. So the idea that an articulatory event is 

located in a discrete bit of acoustics that can be filtered out is unlikely to fly. But that is an 

empirical question. It could easily be tested with the Big ASC (Australian Speech Corpus) 

data-base, which is freely available and deliberately included tokens of yes for purposes of 

forensic case-work and research (Wagner et al. 2010). You would have to take different 

tokens of yes/yeah, pass them over a mobile network (this can be simulated), and record 

them. Then you could see how much of the original difference in wave-form, say, you have 

lost and if the resulting difference approaches the magnitude you get with transmissions of 

the same utterance. 

 

10. Does recorded telephone speech result in reduced 

acoustic information? 

I was asked:  

Where recording takes place on poor quality equipment, is the effect of such poor quality equipment to reduce 

the dimensions of recorded speech, so that original articulated differences in characteristics – in the same short 

phrase or single words (such as “yes” and “yeah”) spoken by the same speaker in the same channel – are 

reduced in the recorded medium? 

Same answer as #9, just record with poor quality equipment and see what you get.  
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11. Summary and Conclusion 

The purpose of this report was to evaluate both P and D expert reports in R v. ……………. 

and to answer some D questions relating to degrees of similarity in speech acoustics and 

interpretation of the so-called Rose doctrine. D instructed me to do this, I assume, at least in 

part because it appears that I had been credited with an idea that, during the proceedings, had 

come to be called the Rose Doctrine, a correct understanding of which was viewed as 

important to the case.  

 

In reviewing the P reports I find that I am in agreement with many D criticisms of them. 

Their instrumentation was inadequate; lacking relevant phonetic expertise to interpret the 

acoustics they failed to examine all relevant information; and what they did observe they 

failed to quantify. Finally they did not evaluate the evidence properly, jumping straight to a 

posterior probability from half a likelihood ratio and no priors. I find the D experts are wrong 

in their focus on the Rose doctrine, having misunderstood its inductive and possibly also 

deductive epistemological status. The D experts also failed to understand that, with the 

logically correct evaluation of the acoustic and linguistic evidence, the Rose doctrine is in 

fact irrelevant. Neither can I agree with Prof. .......’s insinuation that P expert ............. had 

deliberately tampered with the evidence. That is both offensive and sad.   

 

Eppur … despite their inadequate approach, the P experts’ conclusions look to be in 

agreement with a logically correct evaluation of the evidence which would show an 

enormous strength of evidence in support of the prosecution, at least as far as the copying of 

the…Law Society? is concerned. 

In their concentration on discrediting the P experts, the D experts entirely ignored the most 

crucial aspect – the actual data. They may have been instructed so to do, but had they 

examined the actual data with the correct aim of estimating the probability of the evidence 

under competing P & D hypotheses, they might have been of greater service to the Court.  

 

It should finally be noted that the logically correct evaluation of the acoustic evidence from 

the…Law Society? can of course make no statement on who did the copying, or when, or why 

it was copied.  

 

I hope this report is useful. Its technical nature means it will take a while to digest, I’m sure, 

but after that I will be happy to try to answer any questions you have about it (as long as I 

have been paid in the interim!) I may be contacted on: ………….. . Please make sure you get 

the time right: Australia is significantly many hours in front of GMT. 
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