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Abstract 

Examples are given of forensic voice comparison with higher level features in real-world cases and research. A pilot 

experiment relating to estimation of strength of evidence in forensic voice comparison is described which explores the 

use of higher-level features extracted over a disyllabic word as a whole, rather than over individual monosyllables as 

conventionally practiced. The trajectories of the first three formants and tonal F0 of the hexaphonic disyllabic 

Cantonese word daihyat ‘first’ from controlled but natural non-contemporaneous recordings of 23 male speakers are 

modeled with polynomials, and multivariate likelihood ratios estimated from their coefficients. Evaluation with the log 

likelihood ratio cost validity metric Cllr shows an optimum performance is obtained, surprisingly, with lower order 

polynomials, with F2 requiring a cubic fit, and F1 and F3 quadratic. Fusion of F-pattern and tonal F0 results in 

considerable improvement over the individual features, reducing the Cllr to ca. 0.1. The forensic potential of the daihyat 

data is demonstrated by fusion with three other Cantonese higher-level features: the F-pattern of /i/, short-term F0, and 

syllabic nasal cepstral spectrum, which reduces the Cllr still further to 0.03. Important pros and cons of higher-level 

features and likelihood ratios are discussed, the latter illustrated with data from Japanese, and three varieties of English 

in real forensic casework. 

Index Terms: Forensic voice comparison, likelihood ratio, Cantonese, higher-level features, F-pattern trajectories, tonal 

F0 trajectory, short term F0, segmental cepstrum. 

 

1. Introduction 

1.1. Forensic Speaker Recognition and Likelihood Ratios 

The Criminal Procedure Rules relating to expert evidence in the United Kingdom (MoJ, 2015) stipulate front and 

centre the expert’s first duty is to the court, and that duty is to help it by giving objective and unbiased opinion within 

their area of expertise. The UK is obviously not the only place in the world where crimes are committed, investigated 

and prosecuted, but these requirements are sufficiently reasonable to express their application to Forensic Speaker 

Recognition thus: the expert’s primary aim is to compare suspect and offender speech samples to help the trier-of-fact, 

or indeed any interested parties, decide whether the suspect said the questioned, often incriminating, speech.  

 

P(x|y) / P(~x|y) = P(y|x) / P(y|~x) * P(x) / P(~x) (1) 

Posterior Odds  Likelihood Ratio  Prior Odds  

 

where 

     

x = prosecution hypothesis (the questioned speech sample was said by the suspect) 

y = speech evidence (differences between suspect and questioned speech samples) 

~ = negation of hypothesis (the questioned speech sample was not said by the suspect) 

 

The crucial word here is help, and it is crucial in two ways (I defer discussion of the second to the end of the paper). 

For there is currently disagreement as to how that help is construed. The most intuitive construal, and one obviously 

encouraged by the term Recognition, is surely to expect the expert to say, after examining the speech evidence, how 

likely they think it is that the suspect said the questioned speech. But estimating the probability of the hypothesis from 

the evidence in this way may be logically wrong. Bayes’ theorem, specifically its odds form shown at (1), makes it clear 

that the posterior odds in favour of a hypothesis, given the evidence adduced in its support, factors nicely into two 

terms: the strength of the evidence (the likelihood ratio), and prior odds in favour of the hypothesis before the evidence 

is adduced. That is, after all, the essence of Bayes’ theorem: to update a prior probability with data (Jaynes, 2003, p. 
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86ff.). In other words, in order to estimate how likely it is, given the speech evidence, that the suspect said the 

questioned speech, one needs to know not only how strong the speech evidence is, but also how likely the suspect is to 

have said the questioned speech before the evidence is taken into account.  

So for the expert to say, for example, that they are 90% sure that the questioned speech came from the suspect, given 

the observed similarity between known and questioned speech, they will logically need to know the prior. The problem 

is that most of the time in a real case the expert is not privy to the prior and therefore they cannot logically estimate a 

posterior. This is one reason why it is now acknowledged – theoretically at least, and still only to a very small extent in 

legal circles – that the expert can only help by furnishing the interested parties with an estimate of the strength of the 

speech evidence: the ratio of conditional probabilities of the speech evidence under competing defense and prosecution 

hypotheses. In other words, the likelihood ratio (Rose, 2013b).  

What if the expert does have access to information relevant to the prior odds and can therefore estimate a posterior? 

(I am currently working a case, for example, where it is not disputed that the questioned voice came from one of two 

people in a car videoing their mate blow up another car. This would suggest an initial estimate of a flat prior from which 

a posterior can be derived by combination with the likelihood ratio.) There is not an unequivocal answer. In some 

jurisdictions and under some circumstances, there is namely a second, legal argument confining the expert to the 

likelihood ratio. This argument runs that the ultimate issue of the accused’s guilt is for the trier-of-fact to decide, and 

therefore the expert should not exceed their legal competence in estimating a posterior. If prosecution and defence 

hypotheses are not only at the level of source and activity but also offence (Lucy, 2005, p. 118 ff. ) – and many voice 

recordings do constitute the offence – then estimating a posterior would clearly violate ultimate issue considerations. 

However, given that strictly speaking the likelihood ratio only has forensic meaning when combined with the prior 

(David, 2002 p. 130) it seems sensible that the expert explain this to interested parties and be prepared to provide 

technical help in estimating it if requested. There is precedent: Lucena-Molina et al. (2015) describe how the Spanish 

judiciary was helped to estimate prior odds and combine them with the expert likelihood ratio in a case involving the 

2006 bombing of Madrid’s Barajas Airport (Guevara-Marcos et al., 2010, p.44). 

1.2. The Logical Approach 

The so-called logical approach to Forensic Speaker Recognition emerged in the late 1990's. It is now often called 

likelihood ratio-based forensic voice comparison (LR-FVC). It became, after DNA, part of the new paradigm for the 

evaluation of forensic evidence (Morrison, 2009a). It is interesting, in retrospect, to note how well the emergence of 

LR-FVC has conformed to the two Kuhnian stages for new paradigms of out-of-hand rejection and ridicule (Morrison, 

2009b) (although whether this counts as evidence for the Kuhnian model or the paradigm status of the logical approach 

is moot).  

The logical approach provides a radically different conceptual framework for the forensic expert. It requires them to 

think differently about the problem: to ask (and attempt to answer) totally different questions. In LR-FVC the expert no 

longer focusses on a single hypothesis, but on the evidence. They do not ask how likely it is that the suspect said the 

questioned speech. They ask instead how likely they are to get the observed properties of the questioned speech, 

assuming that the suspect said it; and how likely they are to get those same properties, assuming someone other than the 

suspect said it. The ratio of these two conditional probabilities then quantifies the strength of the evidence which can be 

provided to the interested parties, be they investigating authorities, defence or prosecuting solicitors, or a trier-of-fact. 

Like any good paradigm, the logical approach has guided a lot of research over the past decade or so. During this 

period the likelihood ratio-based evaluation of DNA evidence has emerged as a standard:  

 

“In fact, DNA profile evidence is now seen as setting a standard for rigorous quantification of evidential 

weight that forensic scientists using other evidence types should seek to emulate.” (Balding, 2005, p.55).   

 

Balding’s exhortation was more forcefully echoed in the 2009 National Research Council’s report to the US 

Congress on the need for strengthening forensic science in the United States, and how to go about it (NRC, 2009). 

During this period too the emphasis in LR-FVC has shifted from (successfully) trying to demonstrate that LR-FVC can 

indeed emulate, with both automatic and semi-automatic approaches, the so-called DNA gold standard (Gonzalez-

Rodriguez et al., 2007) to solving problems within the new paradigm that will enable improvements in the use of the LR 

in real case-work in different languages. For when experts do case-work they want to know what is the best method to 

adopt under the circumstances of the case – it is well to remember that there is no more compelling reason for forensic 

speaker recognition research than this. Typical LR-FVC research questions address the inevitable problems with 

reference sample uncertainty, choice and mismatch (e.g. Morrison et al., 2012;  Ishihara, 2014a; Hughes and Foulkes, 

2015); the vexed question of likelihood ratio precision (Brümmer and Swart, 2014); and the suitability of different kinds 

of models and frontends (e.g. Morrison, 2008, 2011; Rose, 2011, 2013a; Balamurali et al., 2014). This paper is a very 

modest example of the latter, using higher-level frontends parametrized with a mixture of acoustic–phonetic and 

automatic features and processed with a multivariate likelihood ratio model. It is intended as an example of what the 



 

recent European Network of Forensic Science Institutes’ Best Practice Guidelines (Drygajlo et al., 2016, p.7 et pass.) 

have called Forensic Semiautomatic Speaker Recognition.  

1.3. Validation 

The main function of a forensic LR is to tell the trier-of-fact, or investigating parties, how strong the evidence before 

it is. Its other function, as in this paper, is the essential one of so-called validation (Ramos and Gonzalez-Rodriguez, 

2013), i.e. testing the validity of the system, especially the features used, to compare samples. One merit of the LR 

approach is that it allows a system to be validated in a forensically realistic manner, and the discriminability of various 

forensic media have now been tested in this way, e.g. DNA (Evett et al., 1993), fingerprints (Neuman et al., 2011; 

Morrison, 2012), handwriting (Hepler et al., 2012), SMS texts (Ishihara, 2014b), pedophile chatlogs (Ishihara, 2014c) 

and, especially, speech, e.g. Gonzalez-Rodriguez et al., 2006, Drigaylo, 2012. To perform validation, LRs are estimated 

for sets of known same-subject and different-subject comparisons. To the extent that the features used to compare the 

samples are valid, same-subject comparisons will have log10LRs greater than 0, and different-subject comparisons 

log10LRs lesser than 0. To illustrate this second, validation, function, figure 1 shows the cumulative distribution of LRs 

from 33 same-speaker and 528 different-speaker comparisons on non-contemporaneous telephone recordings of male 

speakers of General Australian English. These data were part of a forensic voice comparison in a case involving a $150 

million telephone fraud (Rose, 2013b). The case went to trial in 2007, and was successfully prosecuted. A system is 

under validation comprising two of the acoustic-phonetic features used in the case. One is the F-pattern in the word yes 

as quantified by point measurements of the first three formants at onset, mid-point and offset. LRs from this feature are 

shown by the dotted lines. The other feature, shown by dashed lines, is the F0 realizing an intonational pitch pattern on 

the phrase not too bad (the pitch pattern was not H - too L - bad LH, or not L – too L – bad LH). The LRs for the fused 

system are shown with thicker solid lines. LRs from different-speaker comparisons (or non-target trials) increase 

towards the left; same-speaker LRs (or target trials) towards the right. This particular way of plotting the LRs – it is 

called a type II Tippett plot (Drygajlo et al. 2015, p. 20-22) – means that the horizontal axis has two interpretations, 

depending on whether one is reading-off LRs from same- or different-speaker comparisons. For different-speaker 

comparisons the scale indicates LR values greater than the given value. Thus it can be seen for example that 20% of 

different-speaker comparisons had log10 LRs greater than -2. For same-speaker comparisons the scale quantifies LRs 

smaller than the given value. Thus it can be seen that 20% of same-speaker comparisons had log10 LRs smaller than 

about 1.1. 

 

 

Fig. 1. Type II Tippett plot with validation LRs derived from comparisons based on intonational F0 in not too bad and 

F-pattern in yes. Legend shows Cllr values for individual and fused features. Vertical axis = cumulative proportion of 

comparisons. 

The separation around log10 0 in this Tippett plot conveys visually that LRs based on the fusion of yes F-pattern and 

not too bad F0 improve on the individual features and can discriminate fairly well between same-speaker and different-



 

speaker speech samples: the error rates for same-speaker and different-speaker comparisons based on the fused LRs are 

ca. 2% and 5% respectively.  

Strictly speaking, however, the use of error rates with LRs is incorrect: by Bayes' theorem a prior probability is still 

required to decide whether the suspect said the incriminating speech. (There is therefore no speaker recognition 

involved in likelihood ratio-based forensic voice comparison – a misunderstanding surely encouraged by its 

superordinate term Forensic Speaker Recognition). However, assuming a flat prior for convenience, error rates still 

remain useful as indicators of discriminative power, and Daubert requires them. The performance of a system like this, 

equivalently its validity, is currently assessed by the log likelihood ratio cost Cllr which is now one metric for LR-based 

detection systems. Cllr can be interpreted in several ways (Brümmer and du Preez, 2006, p. 273). Its information-

theoretic construal (Brümmer and du Preez, 2006, p. 264-266) relates to the average amount of information the system 

provides to its end-user. Positive Cllr values below unity – the smaller the Cllr the better – indicate that the system has 

the capability of reducing the user’s uncertainty in the hypothesis. Figure 1 shows all features have Cllrs below unity and 

so contribute information. The not too bad F0 LRs are the weakest, with a Cllr of 0.51, the yes F-pattern LRs are a little 

stronger (Cllr = 0.39), and the Cllr for the fused system is quite low, at 0.15.  

Another very important function of Tippett plots is that they can also give interested parties useful indication of the 

kind of strength of evidence to be expected from a set of features. Figure 1 suggests that the average strength of 

evidence in favour of same-speaker hypotheses from F-pattern in yes, combined with intonational F0 in not too bad, 

will not be very big (ca. log10 2), so the prior from other evidence in the case, whatever it is, will have to be more 

advantageous than ca. 1 in 12 to result in posteriors above 90%. 

1.4. Polyphthongs 

The strength of evidence from a forensic voice comparison system reflects, among other things, the amount of 

speaker-dependent information in the features used to compare the speech samples. The superiority of quantification of 

vocalic F-pattern in terms of formant trajectories, parametrised by either DCT or polynomial coefficients, rather than 

traditional acoustic-phonetic point measurements (Morrison, 2009c, 2013; Rose, 2015; Li and Rose, 2012) is an 

example. This shows, presumably, that speakers can differ not just in their realization of the vocalic targets involved, 

but in how they get from one target to another. As part of this, previous research in the forensic comparison of vowel 

acoustics, (e.g. Li and Rose, 2012; Wang and Rose 2012), has suggested that strength of evidence, as quantified by Cllr, 

increases with complexity of F-pattern, where complexity is defined in terms of number of vocalic targets. Thus 

monophthongal F-pattern, with a single vocalic target in a syllable, does not, in general, yield such strong evidence as 

diphthongal F-pattern with two targets (Rose, 2010) and triphthongal, with three. It is likely that triphthongs are also 

superior to diphthongs, but the appropriate comparisons, e.g. between [ia] and [iau], have not yet been done.  

Up to now, LR-based comparisons with vowel acoustics have been performed on the F-pattern of monosyllables. 

But offender and suspect speech samples often contain the same polysyllabic words and expressions. The telephone 

fraud case mentioned above, for example, made use of the phrase not too bad said by both suspect and offender. What if 

polysyllabic words were treated as polyphthongs, and their vocalic formant trajectories quantified globally over the 

whole word rather than separately, over its constituent syllables? What strength of evidence would that yield? That is 

the specific question asked in this paper, using the word for first in Cantonese: daihyat /tai.jat L.H/. The main reason for 

asking this question is that more vowel targets might offer more possibilities for speakers to differ in their trajectories 

between them. There might also be cases – daihyat is one – where there is no clear acoustic demarcation between the 

syllables to facilitate separate measurement. Measuring one F-pattern rather than two would also save time in real case-

work. 

Cantonese, of course, is a tone language. Thus daihyat also has tonological structure, and its F0 will reflect the pitch 

targets of its constituent tones. Experiments with monosyllabic tonal F0 in running speech have shown very little 

forensic potential (Wang and Rose, 2012, Li and Rose, 2012). It is of interest, therefore, to see whether the tonal F0 

trajectory over two syllables is any different, and this is another aim of the paper.  

1.5. Aim and Structure of paper 

This paper’s specific objectives are thus to see what kind of performance can be obtained if one processes the 

trajectories of formants and F0 of a Cantonese disyllabic word as a whole, rather than their realization over the two 

separate constituent syllables. The contribution of formant information to an ASR system has been shown, rather 

convincingly, in e.g. Gonzalez-Rodriguez (2011) and Franco-Pedroso et al. (2013, 2016). The particular word used in 

this paper – daihyat – has many more segments than generally used in these papers. It contains two diphthongs, and two 

tones, and is therefore effectively hexaphonic. A subsidiary part of the research question is whether different formants 

require different degrees of trajectory modeling. Since the language under investigation is tonal, a separate question 

concerns to what extent tonal F0 trajectories over two syllables are of forensic use.  



 

Real-world case work can seldom rely on a comparison of a few features, like, say, those in daihyat, because the 

prior is unlikely to be usefully offset by the low magnitude of the expected LR. A greater number of features is likely to 

provide better evidence strength. The paper further aims to demonstrate the general forensic potential of higher-level 

features by fusing the daihyat results with three additional higher level items, so that an overall LR can be estimated 

from their combined individual evidence strengths. These additional items are the F-pattern in yih ‘one’; the segmental 

cepstral spectrum of ḿh ‘five’, and short-term F0. They have been chosen because their acoustics are best processed in 

rather different ways to get LRs. 

After this demonstration, since the paper is about LRs from higher-level features, it continues with a discussion of 

some of their important pros and cons in forensic voice comparison.  The final section returns to some real data with 

higher level features and the vexed topic of likelihood ratios in real-world case-work. 
 

2. Daihyat analysis procedure 

2.1. Test word 

Daihyat was chosen because it represented a useful compromise between F-pattern complexity and practicality of 

elicitation. Both its syllables have diphthongs: a closing /ai/ in the first, a rising /ja/ in the second, so its phonological 

structure involves four F-pattern targets - /a/ /i/ /j/ and /a/. To realize this structure in a carefully spoken word, the 

speaker’s supralaryngeal articulatory mechanism goes from half-open central unrounded [ɐ] to close high front 

unrounded [j], and back to [ɐ], and thus traverses about two-thirds of its height dimension, and about half its backness. 

As far as daihyat’s tones are concerned, conservative Cantonese varieties have six tonemes (Rose, 2000) and daihyat 

has two of them, one on each syllable. Its first syllable has a low /L/ toneme, realized by a long low level pitch, and the 

second syllable a high /H/ toneme, realized with a short high-pitched allotone, its short duration conditioned by the 

syllable-final obstruent [ˀt˺] (Rose, 2004). 

 

 
 

 

Fig. 2. Illustrative F0 and F-pattern acoustics of two daihyat tokens excerpted from the running speech of the 

same speaker. Top panel: formant centre-frequencies; bottom panel: F0.  X-axis = duration (csec.); vertical axes 

= spectrographic frequency (Hz) (top panel) & F0 (Hz) (bottom panel). 

Figure 2 shows the F-pattern and F0, relative to their wide-band spectrogram, of two daihyat tokens edited from the 

recording of a single speaker in the experiment. The top panel shows the time course of the centre frequencies for the 



 

first three formants and the bottom shows the F0. The last two glottal pulses of the preceding word and the first glottal 

pulse of the following word are also included. The first token, from ca. csec. 3 to csec. 35, is of a clearly spoken 

daihyat. In this token the phonological targets for /ai/ and /a/ are minimally and intrinsically perturbed: []. Its 

time-varying F-pattern is clear and relates straightforwardly to the articulation, with F1 and F2 inversely proportional to 

vowel height and backness respectively. The vocalic portion of their F-pattern changes sign only once, corresponding to 

the highest and frontest articulatory position of the /j/ target. In this example peak F3 occurs slightly after peak F2, 

indicating a shortening of front cavity, presumably by lengthening of the constriction between tongue and palate for [j]. 

The F3 trajectory also changes sign at ca. csec. 19. This is the point where the affiliation changes between front and 

back cavities and F2 and F3 (Stevens, 1998, pp. 274-287). (Although the F2 and F3 trajectories give the visual 

impression of crossing over, this cannot happen physically because the cavities with which they are associated are 

acoustically coupled.) Typical consonantal perturbations to the F-pattern from the alveolar obstruents are also seen. 

The first token’s F0 nicely reflects the [low level] – [short high level] tonal pitch targets, with the transition between 

low and high targets occurring mostly in the portion corresponding to the second syllable onset [j]. The slightly falling 

F0 on the first syllable is not perceivable as pitch and is probably an intrinsic perturbatory effect from the initial 

voiceless unaspirated obstruent [t]. The second token, from ca. csec. 51 to csec. 72, was said more quickly than the first 

and is addressed later. 

2.2. Corpus, speakers & Hong Kong MTR database 

The forensic potential of daihyat disyllabic F-pattern and tonal F0 was tested with 23 young Cantonese male 

speakers from the Hong Kong Mass Transit Railway (HKMTR) database. This is a small (ca. 50 speakers), quasi map-

task database primarily designed as a resource for controlled but natural speech for testing likelihood ratio-based 

approaches to forensic voice comparison in Cantonese. It was collected in 2012 as part of a go-to-whoa Cantonese FVC 

experiment run as a one-semester postgraduate course at the Hong Kong University of Science and Technology. The 

course syllabus may be viewed at UST-FVC (2012). In addition to its obvious educational aim – learning how to 

properly evaluate the strength of evidence supporting competing hypothesis should surely be part of every student’s 

education – the course had two other objectives. The continuing poor understanding of LRs, especially on the part of the 

legal profession (Rose 2012b), suggests that the LR framework actually might be much more of a hindrance to the court 

than the help mandated by the UK Criminal Procedure Rules. I wanted to see, therefore, whether it was indeed too 

difficult to be learnt. The six subsequently published papers from the course participants e.g. Li and Rose (2012), Wang 

and Rose (2012), and a MSc thesis (Wang, 2014), upon which this paper builds, rather suggested otherwise. The third 

objective of the course was to collect a reference sample for two real-world cases, preliminary reports for which had 

been commissioned by the Hong Kong Securities and Futures Commission.    

Subjects were given a map of the HKMTR and asked various questions about it, among which was whether a 

particular station was the first (daihyat) or second after another. For the daihyat part of this paper responses were used 

to the question where the two stations were adjacent and therefore the expected answer was daihyat. Subjects were 

instructed to answer in a whole sentence, so a typical exchange between experimenter and subject was: 

 

Q: Jīmsājéui haih Jódan jīhauh daihyatgo dihnghaih daihyihgo jaahm a?  

尖沙嘴係佐敦之後第一個定係第二個站阿 

Is Tsim Sha Tsui the first or second station after Jordan? 

 

A: Jīmsājéui haih Jódan jīhauh daihyat go jaahm. 

尖沙嘴係佐敦之後第一個站 

Tsim Sha Tsui’s the first station after Jordan. 

 

It is, of course, an essential component of a forensic voice comparison database to include non-contemporaneous 

recordings (Enzinger, 2012). For this experiment speakers were recorded on two occasions separated by about a month. 

Following a protocol for collection of forensic speech data (Morrison et al., 2012), participants communicated by phone 

while high quality recordings were made from lapel microphones. An average of eight daihyat replicates was measured 

per speaker per session. To exemplify the kind of within-speaker variation observed in the HKMTR corpus, figure 2 

includes a second daihyat token from the same speaker, and the same session, as the first. Said more quickly, it displays 

much less differentiation in F-pattern and F0, and actually sounds monosyllabic: [tɛɪ]. Since speakers differed in the 

speed with which they answered questions – some were typically fast, some slow; some varied both between and within 

sessions – this kind of difference also characterized the between-speaker variation. This behavior, of course, is typical 

for speech and one of the things which makes forensic voice comparison difficult. 



 

2.3. Processing 

Speakers' daihyat tokens were identified aurally, and wideband spectrograms of them generated in Praat as in figure 

2, with superimposed formant and F0 traces. The sampling base for the F-pattern and F0 was determined by eye from 

the wide-band spectrogram with its good time-domain resolution. Onset was taken to be at the first strong glottal pulse 

of /ai/ in daih-. In the first token in figure 2 this pulse occurs just after csec. 11. Offset was adjudged at the last strong 

glottal pulse of /ja/ in yat (just after csec. 35). Usually at most the first three formants will be of use forensically and 

these were extracted with Praat's Burg option. It was found that a setting of four formants below four kHz usually gave 

acceptable results, in the conventional acoustic-phonetic sense of the extracted formant centre-frequencies appearing to 

track through the middle of the spectrographic formants – as can be seen in figure 2 – and this was adopted as default. 

When this was not the case, the settings were changed to get a better visual resolution. This usually involved increasing 

the number of formants to extract to five. 

2.4. Parametrization 

 

    

   

  

Fig. 3: Stages in daihyat acoustic data extraction and comparison. A,B,C = F-pattern, D,E,F = tonal F0. Y-axis = 

frequency (Hz). X-axes: (A,D) = duration (csec.), (B,C,E,F) = equalized duration (%). 

The raw F-pattern trajectories were modeled by permuting polynomials of degree from one to quintic separately on 

each formant, and their coefficients extracted for LR processing. One consideration in calculating polynomial 



 

coefficients is what kind of duration base to use (Morrison, 2009). The use of raw duration values would be favoured if 

formant trajectories were more fully realized over a longer than a shorter duration, with undershooting over shorter 

durations (the F-pattern at the end of a segment with a shorter duration might then correspond rather to values towards 

the middle of a longer segment). The use of equalised durations would be favoured if the trajectory targets appeared to 

be realized over the available duration of the vowel (the F-pattern at the end of a segment with a shorter duration might 

then correspond rather to values at the end of a longer segment). It was found that, as previously, e.g. Morrison (2009, 

p. 2392, 2395), generally better results are obtained when polynomials are calculated using equalised as opposed to raw 

duration. This was despite the fact that undershooting could be observed (cf. figure 2), so improved performance with 

equalised time bases must involve more than these considerations. Panel A of figure 3 shows the extracted raw F-

pattern for a speaker’s 12 daihyat tokens in a single recording. A certain amount of F-pattern target undershoot as a 

function of raw duration is visible. Panel B shows the corresponding equalized duration cubic polynomial trajectories 

for the three formants, with the mean polynomial overlaid in a thick black line. Panel C compares the mean polynomial 

F-pattern of the speaker’s two non-contemporaneous recordings. It can be seen that, plotted as a function of equalized 

duration, the first recording (solid line) shows a little undershoot relative to the second, but otherwise they agree fairly 

well. Panels D – F show the same thing for the speaker’s tonal F0, where it can be seen that the longer tokens tend to 

have a higher second-syllable tonal F0 target (panel D), and that the mean F0 of the second recording lies higher than 

that of the first (panel F). 

The parameterized acoustics (polynomial coefficients of the formant trajectories) from each speaker's mean F-

pattern and F0 of their first recording was compared with their second recording (as in figure 3 panels C, F) to get 23 

known same-speaker scores, and with the F-pattern and F0 of the other speakers' first recordings to get 253 known 

different-speaker scores. Only one set of different-speaker comparisons was used. The scores were obtained with the 

multivariate kernel-density likelihood ratio (MVKD) formula developed at the Joseph Bell Centre for Forensic 

Statistics and Legal Reasoning (Aitken and Lucy, 2004). This work-horse has been used in many previous studies as 

well as real-world case-work (Rose, 2013b). It is reproduced for convenience at (2). A Matlab implementation is 

available (Morrison, MVKD), and a version is also available as part of the R package Comparison (Lucy, 2013).  

 
Although it is called a likelihood ratio formula, it is best to assume it outputs a score quantifying the ratio of the 

similarity of the difference between suspect and offender samples to their typicality, given a suitable reference sample. 

(It thus treats the evidence as the difference between the questioned and suspect samples; other approaches, for example 

 

numerator of kernel density MVLR =                                                                                                                                      (2)                                                                                                                        
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where U, C = within-, between-speaker variance/covariance matrices 

n1, n2 = number of replicates per speaker 

m = number of speakers in reference population 
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the Gaussian Mixture Model/Universal Background Model, have a slightly different conceptualization of the evidence.) 

As can be seen the formula compares the Mahalanobis distance between the suspect and offender mean vectors against 

measures derived from the same- and different-speaker (co)variances (i.e. sampling errors of the mean) to determine the 

score. In this way it takes into account any correlation between variables. The ratio of between- to within-speaker 

(co)variances acts as a major scaling factor. Thus features where the within-speaker variation is relatively small 

compared to the between-speaker variation will have greater strength of evidence, ceteris paribus. Another factor 

contributing to the strength of evidence, as it should, is the number of items in the samples being compared.  

The MVKD calculation of the score for each same-speaker and different-speaker comparison was carried out with 

cross-validation, using a leave-one-out approach, whereby all data for the particular pair being tested are removed from 

the reference sample used to estimate the typicality of the comparison. The cross-validated multivariate scores were 

then converted to LRs with logistic regression, with a leave-one-out cross-validation again applied in the estimation of 

the logistic regression coefficients (Morrison, 2012). Because I wanted to test their individual strength, scores for each 

daihyat feature, e.g. the tonal F0 and each formant, were obtained separately, and then fused/calibrated using my R 

implementation of Brümmer’s focal toolkit. (It is possible that this separate processing of multivariate features may 

have resulted in a loss of evidence strength: it was shown (Rose, 2013, p. 310-311) that processing a set of multivariate 

features in one go with the MVLR and then calibrating gives better evidence strength than doing them separately first as 

univariates and then fusing.)  

The performance of the system was quantified with the log-likelihood ratio cost Cllr. Cllr is the sum of two 

components: one (Cllrmin) quantifies the discrimination cost; one (Cllrcal) the calibration cost. The Cllr, not its 

components, was used. 
 

3. Results  

Optimum Cllr values for the various features and their fusions are shown in table 1. The order of the polynomial with 

the best Cllr is also given. Figure 4 has the corresponding Tippetts.  
 

Table 1: Optimum Cllr values for daihyat MVLR 

discrimination. Fused1 = fused F-pattern, Fused2 = 

fused F-pattern and F0. Quad., cub. = polynomial 

degree with best Cllr. 

F1 F2 F3 Fused1 Tonal F0 Fused2 

0.43 

(quad.) 

0.43 

(cub.) 

0.63 

(quad.) 
0.16 

0.53 

quad.=cub. 
0.10 

 

The first thing to note is that, perhaps surprisingly, optimum Cllr was not obtained with the highest degree 

polynomials tested, the best combination being quadratic for F1 and F3 and cubic for F2. This resulted in a C llr for the 

fused F-pattern of 0.16. (Modeling the F-pattern trajectories with all cubics resulted in a considerably higher Cllr of 

0.24, presumably by overfitting; and an all-quadratic fit gave a Cllr of 0.22, presumably by underfitting. Single degree 

polynomials had a Cllr of 0.3, again by underfitting.) There was therefore more speaker-dependent information in the 

trajectory of F2 than the other two formants. Looking at the spectrogram of the first token in figure 2, it can be 

appreciated that its complex F3 trajectory could only be accurately modeled by a quintic; but from the point of view of 

forensic voice comparison that would constitute a considerable overfit. Evidently, there appear to be limits to the 

usefulness of phonetic detail in forensic comparisons of this kind. 

As far as tonal F0 was concerned, quadratic and cubic modeling gave essentially the same results with a Cllr of 0.53, 

on a par with the individual formants. Therefore the disyllabic tonal F0 in daihyat performs much better than 

monosyllabic tonal F0. Fusion of tonal F0 with best-performing F-pattern improves the Cllr again to 0.1, showing that 

LRs from tonal F0 and F-pattern are not totally correlated.   

The Tippett plot in figure 4 shows that the word-based acoustic trajectories of hexaphone daihyat modeled in this 

way function quite well in distinguishing same-speaker pairs from different. The error rate for different-speaker 

comparisons is about 4%, and the 23 same-speaker comparisons are all correctly evaluated. It is worth noting that, the 

mean duration of a daihyat token being just under 20 csec., this performance is obtained with an average of about 1.5 

seconds of net speech in each offender and suspect sample.  

 



 

 

Fig. 4: Tippett plots of daihyat F-pattern and tonal F0. Legend shows Cllr values for individual and fused features. 

Vertical axis = cumulative proportion of comparisons. 

3.1. Spline analysis 

Since the optimum Cllr was obtained with relatively low order polynomials, it is unlikely that an approach 

quantifying the formant trajectories separately for each syllable, where one would expect a lower order to give good 

results, would be any better. This was confirmed by a spline analysis performed on the daihyat F-pattern data, whereby 

the vocalic portion of the word was first divided into two sections corresponding (as best as possible with a continuous 

F-pattern) to its two syllables. Scores were then derived for the F-pattern of each section separately, and then fused to 

obtain the overall LR. (In replicates with F2 and F3 maxima in mid-word, the boundary was located at the duration 

point mid-way between them; otherwise at mid-duration of the vocalic portion.) The best spline Cllr obtained with this 

method was 0.21, and thus somewhat worse than the word-trajectory value of 0.16. This suggests that it may be 

advantageous, if the F-pattern of disyllabic words is to be compared in case-work, to model the trajectories over the 

whole word rather than separately on the constituent syllables. 

 

4. Additional higher-level features 

4.1. F-pattern in yih 

Because of its F-pattern, the simplest feature tested from the HKMTR corpus was the word yih /ji 22/ 二 ‘two’. For 

details see Wang and Rose (2012). As its phonemic representation suggests, the word yih is realized predominantly by a 

high front monophthong [i:], and this vowel was chosen because previous research had suggested that, among 

monophthongs, high front vowels are likely to have a useful amount of individuating potential (Rose, 2010). Figure 5 

shows a spectrogram of a yih token from the data with formant centre-frequencies superimposed. Apart from apparent 

subglottal poles around 0.5 and 1 kHz (Stevens 1998, p. 300), the F-pattern is typical for a high front unrounded vowel. 

The low first formant is a quasi Helmholz resonance, the second formant at ca. 2 k is associated with the pharynx and 

the third, between 2.5 and 3 kHz, with the oral cavity (Stevens 1998, pp. 277-282). 

 



 

 

Fig. 5: Wideband spectrogram of a token of yih with superimposed formant centre-frequencies. X-axis = 

duration (csec.), y axis  = frequency (Hz). 

The following exchange illustrates how tokens of yih were elicited. Tokens used in counting aloud were also used. 

 

Q: Jīmsājéui haih Yàuhmàhdéi jīhauh daihyatgo dihnghaih daihyihgo jaahm a?  

尖沙嘴係油麼地之後第一個定係第二個站阿 

Is Tsim Sha Tsui the first or second station after Yau Ma Tei? 

 

A: Er … Jīmssājéui … Yàuhmàhdéi hauhbīn daihyihgo jaahm. 

Er… 尖沙嘴 … 油麼地後邊第二個站 

Er… Tsim Sha Tsui … second station behind Yau Ma Tei. 

 

The yih F-pattern was processed in the same way as daihyat, with calibrated scores from the polynomial coefficients 

of its formant trajectories. As the formants are mostly steady-state, it is not expected that high-order polynomials are 

necessary, and in fact the optimum parametrization was obtained with only the intercept and slope (i.e. first-order 

polynomials). Figure 6 shows the Tippett plot for comparisons using the second and third formant centre frequency 

trajectory coefficients in 29 speakers’ yih tokens. The first formant was omitted because its low frequency would be 

compromised by a normal telephone bandpass (this resulted in an exiguously worse Cllr). It can be seen that the yih F-

pattern affords a limited amount of discriminability between samples from the same speaker and samples from different 

speakers. However, assuming a decision threshold of log10 0, the error rates of ca. 17% (same-speaker trials) and 30% 

(different-speaker trials) are not going to convince anyone that this feature is worth using as evidence on its own. The 

strength of evidence, as reflected in the Cllr of 0.65, is poor. It can be seen that the maximum evidence strength is ca. 

log10LR 0.9. Making use once again of Bayes, this means that even if there is only one other person the questioned 

speaker could be in addition to the suspect (i.e. a prior of 1:1), the posterior probability can at the very best only reach 

ca. 80% in favour of it being the same speaker. This is a useful thing for investigatory and defence parties to know and 

understand. 

 



 

 

Fig. 6: Tippett plot for LRs from fused F2 and F3 trajectories in yih. Vertical axis = cumulative proportion of 

comparisons. 

4.2. Short-term F0 

 

  

   

Fig. 7. Non-contemporaneous variation in short-term F0 distributions of two speakers with similar distributional 

parameters. X- axis = F0, y-axis = probability density.  

Another feature tested from the HKMTR corpus was short-term F0, that is F0 over a duration of voiced speech more 

typical of forensically realistic samples, e.g. 40 to 60 seconds (Zheng and Rose, 2012). One task in the HKMTR 

elicitation was to describe how to get from one station to another, where the journey was particularly complicated, or 

sometimes not possible. Subjects’ responses to these ‘how to get from a to b’ questions were used to calculate short-



 

term F0 distributions, the parameters from which, e.g. mean, standard deviation, kurtosis, were used as input to the 

MVKD formula. As a salutary reminder that it is always possible to find different speakers with similar acoustic values, 

figure 7 illustrates data from two speakers whose non-contemporaneous short-term F0 distributions were sufficiently 

similar for the difference between their distributional parameters to be counter-factually evaluated (with a log10LR of 

0.77). The upper row shows data from the speakers’ first, and the bottom from their second recording session. The box 

contains amount of net voiced speech in each individual journey described (so for example Alan’s first recording 

contained the description of five journeys, the shortest of which contained 9.4 and the longest 19.59 seconds net voiced 

speech. 

Figure 8 shows a Tippett plot for comparisons using parameters from 29 of the HKMTR speakers’ short term F0 

distributions. The strength of evidence once again is poor – the Cllr is only a little better than with yih – and could not on 

its own furnish useful evidence, at least for the prosecution. 

 

 

Fig. 8. Tippett plot for LRs from short-term F0 distributional parameters. Vertical axis = cumulative proportion of 

comparisons. 

4.3. Segmental cepstral spectrum in ḿh 

Nasal cavity resonances are prima facie promising as forensic voice comparison features because they can be 

expected to show a high ratio of between- to within-speaker variance - probably the most important factor in speaker 

recognition (Nolan 1983). The complicated internal structure of the nasal cavities and sinuses gives potential for 

between-speaker variation, and their relative rigidity would contribute to low within-speaker variation. Cantonese offers 

a good chance to test the suitability of nasals qua FVC features, as it has syllabic nasal consonants, with durations as 

long as vowels, and so one of the features elicited in the HKMTR study was the syllabic nasal [m ], as in the word ḿh 

‘five’. For details see Yim and Rose (2012). Tokens were elicited with the following type of exchange: 

 

Q: Taaigú tòhngmàih Waānjái jīgaān yáuh géidōgo jaahm a?  

太古同埋灣仔之間有幾多個站阿 

How many stations are there between Tai Koo and Wanchai? 

 

A: Taaigú tòhngmàih Waānjái jīgaān yáuh ... yat, yih, sāam, sei, ḿh, … ḿhgo jaahm. 

太古同埋灣仔之間有… 一 二三四五 … 五個站 

Between Tai Koo and Wanchai are ... one, two, three, four, five, … five stations. 

 

Providing the supralaryngeal tract can be treated as a uniform acoustic tube with a single source at the glottis – as in 

oral vowels – the identification and interpretation of F-pattern, in conjunction with the auditory percept, is reasonably 

straightforward for forensic purposes. As soon as shunts are introduced – as is the case with nasalization or liquids –



 

additional poles and zeros are generated which can make it difficult to identify comparable formants both between or 

within speech samples.  

 

  

Fig. 9. Illustrative acoustics of Cantonese syllabic nasal [] to 5 kHz. Left: Wideband spectrogram (x axis = duration (csec.), 

y axis = frequency (Hz)); right = FFT and 18th order pre-emphasised LPC of bilabial nasal portion (x axis = frequency (Hz), y 

axis = gain (dB)).   

 

Figure 9 is a typical example. Its left panel shows a spectrogram of a bilabial syllabic nasal /m / in the phrase yáuh 

ḿhgo there are five … .  It is immediately clear that this involves not just additional resonances but also a complex 

sequence of supralaryngeal labial, dorsal and velic articulations extending over a relatively long duration of ca. 25 csec., 

between supralaryngeal closure at ca. csec. 15 and supralaryngeal release at ca. csec. 35. The speaker first articulates a 

bilabial nasal [m] with the tongue position inherited from the preceding vowel in yáuh. This portion extends from 

bilabial closure at ca. csec. 15 to ca. csec. 20. The speaker then raises their tongue dorsum in anticipation of the 

following velar stop /k/ in go thus producing a co-articulated m   . This lasts until ca. csec. 27, when transients (most 

visible between ca 3.5 kHz and 4.5 kHz) show the release of the bilabial closure resulting in a velar nasal [ ]. A weak 

transient at ca. csec. 35 (visible around ca. 3.5 kHz) indicates the release of the dorso-velar occlusion, but it is clear that 

at this time the velic port is still lowered, as the low frequency acoustic nasalization can be seen to continue well into 

the following /o/ vowel, so there cannot have been much pressure build-up behind the occlusion. The portion from the 

bilabial release, although a velar nasal, can probably therefore best be regarded as the hold phase of the velar stop /k/ in 

go. 

The spectral details of nasals do not appear with great clarity in spectrograms, and so the right panel of figure 9 

shows FFT and LPC spectra corresponding to the portion with bilabial closure. The lowest resonance, at about 250 Hz 

is the low quasi-Helmholz resonance expected in nasals and nasalized sounds. This can also be seen on the spectrogram 

extending further on both sides representing nasalisation of the surrounding vowels. The next lowest pole, at ca. 800 

Hz, is probably associated with the nasal cavity tuned by the open velopharyngeal port, since this is expected to occur 

between 750 Hz and 1 kHz (Stevens, 1998, p. 489) and has fairly high amplitude. There are four additional poles up to 

3 kHz which presumably reflect nasal and oral cavity, and possibly also sinus resonances. Depending on how much of 

the oral cavity is available from the nasal’s place of articulation, the lowest zero will be present from above 1 kHz in 

bilabials to ca. 3 kHz in velars. Zeros do not usually show up well in spectrograms, but there is certainly a drop in 

amplitude in the expected region, above the 2
nd

 pole. 

When comparing spectral properties of nasals their complexity usually makes it impractical to quantify formants and 

so their overall spectrum from 0 to 5 kHz was quantified with 12 LPCCs after downsampling to 10 kHz. (The relative 

power of LP and MF cepstral coefficients in a segmental-cepstral approach appears to depend on the center of gravity of 

the segment’s energy (Rose, 2012a). It may be the case that MFCCs perform better for nasals: a comparison has not yet 

been done.) The spectral range of 0 – 5 kHz will be unrealistic for forensic purposes, where telephone transmission is 

often involved, so LPCCs were then extracted for the more realistic nominal telephone sub-band from 350 Hz – 3.5 kHz 

using the bandlimiting method proposed in Clermont and Mokhtari (1994) which allows for parametric specification of 

any cepstral sub-band within the Nyquist interval (see also Khodai-Joopari et al. (2004) and Clermont et al. (2016)).  

Figure 10 illustrates this bandlimiting on the cepstral spectrum of the same token of ḿh shown in figure 9. This reduces 

the number of LPCCs to 7. 



 

 

 
 

Fig. 10. Illustration of cepstral bandlimiting in Cantonese syllabic nasal [m ]. Dotted line = cepstrally-smoothed 12th order 

LPC spectrum to 5 kHz. Solid line = derived cepstrally-smoothed sub-band spectrum over nominal telephone pass-band of 

350 Hz – 3.5 kHz. X axis = frequency (Hz), y axis = log magnitude.   

 

Figure 11 shows a Tippett plot for comparisons using 7 LPCCs from 34 of the HKMTR speakers’ bandlimited 

cepstral spectrum in ḿh. The strength of evidence once again is poor – the Cllr is about the same as yih – and could not 

on its own furnish useful evidence for the prosecution. Great expectations from nasals are therefore not borne out, 

perhaps because of additional within- and between-speaker variation from complex articulations of the type illustrated 

above. 

 

 

Fig. 11. Tippett plot for LRs from bandlimited cepstral spectrum of ḿh. Vertical axis = cumulative proportion of 

comparisons. 

 



 

5. Fusion of higher-level features 

As demonstrated above, real-world case work can seldom rely on a comparison of a single feature, like, say, F-

pattern in /i:/, because the prior is unlikely to be usefully offset by the low magnitude of the expected LR. (Even with 

the most advantageous prior of 1 in 2, an average LR for a same-speaker segmental comparison of about 5 will mean a 

posterior of ca. 83%, which is far short of convincing.) Is a greater number of features likely to force the LR further 

away from Log10 0 and thus provide greater evidence strength? This depends on the degree to which segments are 

correlated both between and within speakers. In order to see whether combining features results in greater evidence 

strength, the daihyat scores were logistic-regressively fused with scores from the three additional higher-level features 

(viz: F-pattern in yih, short-term F0 and syllabic nasal cepstral spectrum in ḿh) for 23 speakers from the HKMTR 

database for whom all four features had been quantified. Results are summarized in table 2 and the corresponding 

Tippett is shown in figure 12.  It is clear that fusion of the separate high-level features indeed results in a considerable 

increase in evidence strength. The Cllr is reduced from 0.1 (for daihyat) to 0.03, with error rates of ca. 0.5% and 0% for 

different- and same-speaker comparisons respectively. Addition of features does not always increase the strength of 

evidence, however. A nice demonstration of this is that the Cllr value of 0.03 can be achieved without addition of the ḿh 

cepstrum.  

 

Table 2. Results of fusion of four features from 23 HKMTR database 

speakers 

 

feature Cllr 

daihyat F-pattern and tonal F0 0.10 

yih F2, F3 0.65 

Short-term F0 0.46 

ḿh 350 Hz -3.5 k bandlimited segmental cepstrum 0.60 

Combined fusion without ḿh cepstral spectrum 0.03 

Combined fusion  0.03 

 

 

Fig. 12. Tippett plot for fusion of LRs from daihyat, yih, short-term F0 and ḿh bandlimited cepstrum. Vertical 

axis = cumulative proportion of comparisons. 

 



 

6. Discussion  

6.1. Higher-level features  

This paper has provided a further intimation of the forensic potential of higher-level features: they too contain 

speaker-dependent information. Higher-level features, characterised as involving either linguistic information or 

information from stretches of speech longer than the frame size used in cepstral-based systems (Shriberg and Stolcke, 

2008) have been shown, for a relatively small amount of speech data, to contribute an improvement over ASR baseline 

performance e.g. Reynolds et al. (2003), González-Rodriguez (2011), Franco-Pedroso et al. (2013). The excellent 

performance of ASR baseline systems has shown that considerable speaker-dependent information resides in a long-

term spectrum that has averaged-out linguistic information. The fact that addition of higher-level features improves 

ASR baseline performance must mean that the two types of information are complementary. Complementary, not 

dichotomous: if they can be quantified, all types of information in the speech wave are potential grist for the LR mill 

and forensic voice comparison systems ideally should exploit them where practical.  

In LR-FVC, the clear relationship of higher-level features to linguistic or phonological structure, but especially to 

articulatory phonetics, brings several benefits in addition to their acknowledged robustness and interpretability (which 

the descriptions in section 2.1 and 4.3 were meant to illustrate). Firstly, it allows the expert to better interpret the 

variability of their data and its effect on the performance of their system. Secondly, because higher-level features often 

reflect articulatory gestures deliberately implementing speech sounds, their variance is constrained by two main factors: 

the limitations on the size of the human vocal apparatus, and the limitations imposed by the sound being produced. The 

acoustic theory of speech production specifies, for example, that a normally-produced adult male [i] can be expected to 

have F1 somewhere in the 200 – 400 Hz range: you will not find, even with Helium, a normal adult male [i] F1 at, say, 

1000 Hz. These limitations should also impose limits on the number of speakers necessary for a reference sample 

(which is also a function of the feature dimensionality involved). Although no-one I think has yet done so, it should also 

be possible to use such general phonetic information to specify quite strongly informative priors for reference 

distributions within a so-called Fully Bayesian approach to LR-FVC (Brümmer and Swart 2014).  

The downside of this double constraining of higher-level features is that their variance ratio will be poor. Since the 

variance ratio is the major term in both uni- and multivariate LR formulae, that means that one cannot normally expect 

great strength of evidence from single features. This has been shown in the examples with yih and ḿh above. 

 

6.2. Effects of small sample size  

The well-known evaluations of the National Institute of Standards and Technology are widely and deservedly 

recognized as the driving force behind the enormous and continuing improvement in automatic speaker recognition 

technology since their inception in 1996. They now involve the blind testing of millions of speakers under increasingly 

challenging conditions. The fusion experiment described here – admittedly just a pilot – used a mere 23, with only 

slightly larger numbers for the individual yih, nasal cepstrum and short-term F0 features. To give an idea of the 

consequences of such a small number, in a single experiment, this section examines how the Cllr and probability of 

misleading evidence vary as a function of the number of speakers for a single vocalic segment – the Japanese high front 

unrounded [i] – taken from an early database of 297 speakers from the Japanese National Research Institute of Police 

Science. A segmental-cepstral LR-based analysis of all five Japanese vowels from this database may be found in Rose 

(2013). Such phonological content can only under the most generous of interpretations be considered as forensically 

realistic, as the vowels were simply read-out as in spelling; but otherwise the data is forensically realistic in being non-

contemporaneous from two sessions separated by about 3-4 months, recorded over landline phones.  

The [i] vowels were parametrized by their first seven cepstrally-mean-subtracted LP cepstral coefficients to achieve 

some comparability to the number used for / ḿh / above. Extrinsic MVLR-based comparisons were performed on a set 

of randomly selected test data speakers, with the balance of the 297 speakers used as a reference sample. The size of the 

set was increased from 5 speakers through 60, and for each set there were 30 trials, each with a new random selection of 

speakers. (The sampling was with replacement, so it is possible that the same speaker was used on more than one trial.) 

The Cllr and probabilities of misleading evidence were calculated for each trial.  

Figure 13 shows the means and flat prior 95% credible intervals for Cllrs from all the differing sample sizes from 5 

to 60 speakers. It can be seen that the mean Cllr continues to increase with sample size to an asymptote of about 0.59, 

but its rate decreases so that there very little change in Cllr above 40 speakers and there is little difference between the 

mean Cllr with 23 speakers (ca. 0.56) and that for 60. The gradually decreasing credible intervals reflect the expected 

increase in precision proportional to the sample size. The 95% credible interval for the 23-speaker samples is ca. 0.03, 

compared to ca. 0.02 for 60 speakers. According to this [i] segmental cepstrum system, then, a sample size of 23 

speakers is going to give an overly optimistic estimate of the system performance, but not by much.  

 



 

 
 

Fig. 13: Variation in Cllr as function of validation sample size. Dots = means, line = locally-weighted polynomial 

regression smoothed means, vertical lines = flat prior 95% credible intervals. X-axis = number of speakers in validation 

sample, y-axis = Cllr. 

 

Figure 14 shows how probabilities of misleading evidence for different-speaker comparisons vary as a function of 

number of speakers in validation sample. Cllr is related to error rate (Rose, 2010, p.32), so it is not surprising that the 

profile is similar to that of figure 13. Sample sizes from 15 to 60 speakers are shown, since there is no point in 

quantifying to the nearest percent with a smaller number. Once again it can be seen that a sample of 23 speakers will 

give an overly optimistic idea of the error rate by a couple of percent. 

 

 
 

Fig. 14: Probabilities of misleading evidence for different-speaker comparisons as function of validation sample size. 

Dots = means, solid line = locally-weighted polynomial regression smoothed means, vertical lines = flat prior 95% 

credible intervals. 

 

The high level feature fusion experiment described in this paper, like many in the literature, constituted a single trial 

only. As shown in the credible intervals in figure 13, different sets of the same number of randomly chosen speakers 

will of course indicate different strengths of evidence for the same feature. To emphasize this point, figure 15 illustrates 

with Tippett plots the actual variation in performance of the [i] system for the 30 trials with a fixed number of just 23 

speakers – the same speaker-size as used in the fusion experiment. For these 30 sets of 23 different speakers the 

minimum Cllr was 0.35 and the maximum about double that at 0.72. The rates of misleading evidence ranged from 15% 

to 30% for different-speaker comparisons, and from 4% to 22% for same-speaker comparisons. As indicated by their 

95% credible interval, the probability of getting these extremes in a single trial is low, but this reminds us that the 

random component in experiments like this means that the point of using many speakers is to reduce the variation and 

increase the precision of the results. 

 



 

 

Fig. 15. Variation in Tippett plots for LRs from the [i:] cepstrum of 30 different random samples of 23 speakers. 

Vertical axis = cumulative proportion of comparisons. 

 

7. Discussion  

Generally, the Law has been slow to understand how the likelihood ratio framework can help with the problems of 

validity and reliability that are the main concerns of recent reports on the state of forensic science, e.g. NRC (2009); 

PCAST (2016). Partly this is due to inherent conservatism; partly to the very real difficulty of communicating the 

approach to an entrenched mind-set which is focused on posteriors. The stoic Epictetus opined that one cannot learn that 

which they think they already know. If your listener has assumed from the outset that you are trying to say how likely it 

is that the suspect said the questioned speech – P(H|E) – it is exceedingly difficult to explain to them that you are 

attempting actually the opposite – P(E|H).  

Outside the Law, considerable support can now be found for the LR framework. For example, the Board of the 

European Network of Forensic Science Institutes, representing 58 laboratories in 33 countries, has now endorsed LRs, 

and their use now constitutes best practice in Europe for forensic automatic and semi-automatic speaker recognition: 

 

“Best practice FASR and FSASR are embedded within the Bayesian Framework. … The task of the 

forensic expert is …to report to the court … an indication of the strength of the evidence … made in the 

form of a likelihood ratio (LR).”  (Drygajlo et al, 2015, p.1).  

 

The leading forensic speech science company in the UK, for some time a not particularly LR-friendly place, has also 

now moved to adopt the standards of the UK Association of Forensic Science Providers in reporting LRs either 

numerically or in verbal equivalents. The majority of forensic speech science research published between 2010 and 

2013 used quantitative measurement and statistical models to calculate LRs and empirically test system performance 

(Morrison and Enzinger, 2013). LRs based on higher-level acoustic-phonetic features were used in the prosecution of a 

$150 million telephone case that went to trial in Australia in 2007 (Rose, 2012b). Much more recently, there have been 

two published impressive implementations of the new paradigm under conditions reflecting those of real Australian 

cases (Enzinger et al., 2015, 2016). But generally LRs based on quantified evidence remain rare in practice. One reason 

is that the approach takes a lot of time to do properly and is therefore expensive (‘you can have it accurate, quick and 

cheap – chose any two’). One important message from these real-world studies, I think, is that in forensic speaker 

recognition there is not a one-size-fits-all solution: one needs to use material appropriate for the competing hypotheses 

and conditions of the specific case.  

Not that LRs themselves are without problems. One of the benefits of the LR approach is that it enables the 

estimating of evidential strength from a combination of different features. One can, for example, easily combine LRs 

for the acoustics of different vowels, or vowels and F0 as in this paper, or different evidential types as in the 



 

identification of Richard III’s skeleton from the MDNA, perimortem wounds and skeletal pathology of the very first 

remains (!) to be unearthed in a Leicester car park (King et al., 2014).  

Combinability is also a significant problem, however. Our Bayesian mantra is that the trier-of-fact is to combine 

LRs for the separate types of evidence received, but how are they supposed to combine these LRs with other, non-

quantifiable evidence (Hodgson, 2002)?  

Another problem is variability in LRs as a function of the system used. Figure 16 shows LRs generated for the same 

set of data (99 Japanese speakers’ voiceless fricative cepstral spectrum) using both GMM/UBM and MVLR models 

(Rose, 2011). The discriminant performance and amount of information from both systems is roughly the same, but the 

GMM/UBM provides much stronger evidence for same-speaker comparisons, whereas MVLR is stronger for different-

speaker comparisons. The MVLR is superior only in the rather important property of maximum magnitude of false 

alarms. I mentioned above that the evidence was construed in a slightly different way in MVLR and GMM/UBM 

approaches. It may be that this is partly responsible for the difference in performance. Legal councel should certainly 

want to check what kind of system was used. (Which system would you prefer as councel for defence?)  

 
 

 

Fig. 16. Tippett plot for 99 speakers’ multivariate (solid) and GMM/UBM (dashed) LRs derived from comparisons 

using cepstrally-mean-subtracted LPC CCs from Japanese [ɕ]. X axis = log10LR greater than … (for different-speaker 

comparisons) ~ log10LR smaller than … (for same-speaker comparisons). Y-axis = cumulative proportion of 

comparisons. DS, SS = different-speaker, same-speaker. 

There are also dissenting voices amongst ASR researchers. At the Odyssey 14 session on Speaker Recognition for 

Forensic Applications the point was made that LRs, though fine in theory, have to be treated with great caution when 

output from black-boxy automatic systems that may not be using data comparable with the case at hand. This opinion 

was also heard at one Interspeech 15 Special Event: Speaker Comparison for Forensic and Investigative Applications. 

“The LR framework was indeed logical, but, due to lack of data, could not be implemented properly now or in the 

foreseeable future.” (I paraphrase here from Organisation of Scientific Area Committees email exchanges.) It was not 

clear whether these and similar comments were intended to apply only to fully automatic systems, or to any attempt to 

estimate LRs for forensic speech data in general.  

Lack of data is certainly a problem, and this is where the second sense of the word help, mentioned at the beginning 

of the paper, comes in. Recall that the expert is supposed to help the trier-of-fact. What if you are a committed LR 

person but cannot estimate one because you do not have a reference sample? Do you give up? The following section 

gives some acoustic-phonetic data from the investigatory phase of three real cases, demonstrating that the expert can 

indeed provide help, in the way of useful evidence, without estimating a numerical LR, but still working within a LR 

framework.  

 



 

8. Case-studies 

8.1. Case-studies 1 

The first case, which concerned illegal importation of ice (a form of the drug methamphetamine), involved two 

suspects. Both were from West Africa and both had lived some time in Australia; and both spoke with accents that 

contained West African and Australian English features. The questioned data were from several short phone-calls, 

negotiating with an Australian male (actually a police officer in an attempted sting) the delivery of incriminating 

material. Both panels of figure 17 show the trajectories for the first three formants in the diphthong /ei/ after /k/, mostly 

in the word OK. Thin lines are the individual replicates, thick lines are their mean cubic polynomial trajectories. The top 

panel shows data separately for two recordings of one of the suspects: his police interview (longer curves) and his arrest 

(shorter curves). The bottom panel shows the questioned data.  

 
   

 
 

 

Fig. 17. Comparison of extracted F-pattern for /ei/ after /k/ in suspect (top) and questioned voice samples. Explanation 

in text. X-axis = duration (csec.), y-axis = frequency (Hz). 

The suspect’s data in the top panel of figure 17 are unremarkable examples of an Australian /ei/ diphthong, the 

difference between the two recordings being plausibly conditioned by tempo: the suspect undershoots his first 

diphthongal target when speaking more quickly (an example of what I meant by the interpretability of higher-level 

feature variance by phonetic knowledge).  The questioned data in the bottom panel of figure 17 realize an auditory mid 

front monophthong [e] and as such are atypical for an Australian /ei/. Suspect and offender vowels differ enormously in 

their acoustic and auditory qualities. Other things being equal one would be more likely to observe this kind of 



 

difference if they had come from different speakers. How much more likely? You cannot say, because there is no 

reference sample. Neither is there ever likely to be one, because of the complex nature of the accents involved (it is not 

even clear whether to call them West-African accented Australian or Australian-accented West-African). The large 

difference between the suspect and questioned samples does not, of course, mean that they have come from different 

speakers; only that Prosecution will have a very hard time should they wish so to argue.  

This is useful information. It can help investigative authorities decide how best to handle the forensic voice 

comparison evidence in the light of the severity of the crime, the financial cost in prosecuting it, and the political cost in 

not. Ice importation is a serious crime: the amount involved in this case carried a life sentence. In this case it was 

decided on the basis of this initial comparison that the best option was to concentrate on the other suspect’s speech. 

Fortunately, considerable material was available from recordings of his remand telephone calls. Their quality was 

generally poor – remand can have a lot of background noise of different types – and the recording likewise, but 

seventeen of the phone calls did contain very many examples of the word OK from which a model of the suspect’s OK 

acoustics – both F-pattern and F0 – could be built. The suspect said many of his OKs preceded by an oh or ah, which 

was acoustically continuous with the OK first syllable. As with the not too bad example given earlier, most of the OK 

tokens in suspect and questioned samples were said with the same intonation – the intonational pitch was falling on any 

ah/oh, rising on the first syllable of OK and level on the second – thus making a comparison of F0 meaningful.  

 

 

 

Fig. 18. Extracted F-pattern (top) and F0 for 84 suspect OK tokens. X-axis = duration (csec.) aligned with respect to /ei/ 

onset, y-axis = frequency (Hz).  



 

Figure 18 shows the suspect’s raw acoustics prior to polynomial modeling, with tokens aligned at the onset of the 

second syllable rhyme. The top panel shows the F-pattern. The vertical dashed lines indicate the point of release in the 

velar stop /k/. The preceding velar pinching in F2 and F3 is clear. The dots indicate the noise-excited F-pattern between 

release and phonation onset (the lowest concentration of energy, at about 1.25 k, is the expected subglottal resonance 

after the release of an aspirated stop). Abruptly falling F2 in the second syllable of several tokens is the result of 

coarticulatory anticipation of following labial segments. The bottom panel shows the F0. The vertical dashed lines 

indicate the onset of hold of the velar stop. The acoustics generally reflect the above-noted percept of (falling) rising-

level intonational pitch. 

The mean values of suspect and questioned samples could easily be compared and showed considerable visual 

similarity, as in figure 19 for example, which shows the mean polynomial F-pattern trajectory for /ei/ from 77 suspect 

tokens and the eight questioned tokens.  

 

 
 

Fig. 19. Graphical demonstration of similarity between suspect and questioned data in mean /ei/ F-pattern trajectory in 

OK. X-axis = equalised duration (%), y-axis = frequency (Hz).  

 

Since similarity is quantified in one part of a likelihood ratio (usually its numerator), it is also possible to use a 

quasi-likelihood to quantify similarity: the probability density of the questioned data, assuming it has come from the 

suspect. An example, using the F0 at onset of /ei/ in OK, is shown in figure 20. The left panel shows the mean of the 

questioned F0 values against the distribution of the suspect’s values. The difference between suspect and questioned 

means (-3.7 Hz) is small. Individual suspect and questioned observations are shown in a rug plot. 

 

  

Fig. 20. Demonstrating similarity between suspect and questioned F0 at onset of /ei/ in OK. Explanation in text. 



 

The right panel of figure 20 shows the difference between suspect and questioned mean values (-3.7 Hz) plotted 

against the sampling distribution of the difference between means for the suspect. It can be seen that the probability 

density of this difference, assuming the prosecution hypothesis, is quite high: about 80% of the maximum probability 

density. It can be easily shown that, assuming within-speaker variance is less than between- and that the distributions 

were normal, this difference would be more likely assuming the suspect said the questioned data. How much more 

likely? Again, you cannot say, because no reference sample exists. It is of course vital for the expert to make absolutely 

clear that a proper evaluation of the difference between suspect and offender mean values cannot be done absent the 

probability of the evidence under the alternative hypothesis. This is information that Defense should be expected to be 

capable of understanding and eliciting during cross. A guilty plea was entered.  

8.2. Case-studies 2 

Sport, for better or worse, is an extremely important part of Anglo-Australian culture, and so when the result of a 

game involving the national team appears to have been fixed, this constitutes a serious crime. Some data from this 

second case are in figure 21. Both suspect data, from an atypically superb quality police interview recording (not made 

in Australia), and offender data, from mobile telephone intercepts organizing the fixing of various matches, contained 

copious amounts of different vowels. The top row of figure 21 shows raw formant values and their mean polynomial 

trajectories extracted for the mid front vowel /e:/ in suspect (panel A) and offender (panel B). Offender F3 was 

compromised and is not shown. The bottom row of figure 21 shows two types of comparison for the /e:/ F-pattern data. 

Panel C compares mean equalised duration polynomial trajectories for suspect and offender F1 and F2. Again, 

assuming within-speaker variation is both typical and smaller than between-, this degree of similarity will result in a LR 

in favour of same-speaker provenance. How much more? Once again, you cannot say because no reference sample 

currently exists (a variety of Singaporean English was involved). Panel D of figure 21 compares, with contour plots and 

95% confidence ellipses, the joint distribution of suspect and offender values for F1 and F2 in /e:/ mid duration. Each 

triangle (offender) or dot (suspect) indicates a single token; the larger icons are means. The suspect has the wider 

distribution. It was pointed out to the investigating authority that the offender values all occur within the range of the 

suspect’s values defined by his 95% confidence ellipsis, and also that, given the suspect density – modeled either 

bivariate-normally or with kernels – the probability of getting the difference between the suspect and offender means 

assuming the offender is the suspect, is quite high. The same degree of similarity between suspect and offender 

acoustics obtained for many other vowels.  

 

         

       

Fig. 21. Comparison of extracted F-pattern for /e:/ in suspect and questioned voice samples. Explanation in text.  



 

Unfortunately the investigating authority discovered after completion of the forensic voice comparison that they 

could not extradite the suspect to stand trial and the comparison had therefore been effectively a waste of time. A nice 

demonstration that, in the real world, forensic comparison work can sometimes be affected by factors unrelated to the 

comparison itself. 

8.3. Case studies 3 

The third case concerns a hoax terrorist bomb-threat call to the Australian security services – an obviously serious 

offense given the current terrorism threat level. The case is interesting firstly because it highlights the importance of 

being able to focus narrowly on local higher-level features. The call was made by a male with a fairly broad Australian 

accent (defined conventionally, by the quality of his diphthongs). It was short but contained several examples of an 

idiosyncrasy in the pronunciation of the name Ali.  The /l/, which would for this accent normally have a slightly 

velarized allophone, had no laterality and sounded as if it was realized as a labio-dental continuant. The suspect, who 

denied making the call, showed the same idiosyncrasy in his police interview. Figure 22 shows example spectrograms 

of Ali tokens in suspect and questioned samples. This is not done – heaven forbid! – in the spirit of voiceprints, but to 

demonstrate the importance of acoustics for two independent reasons. It needs to be shown firstly that the percept can 

be related to the acoustics – the large difference expected for laterals between F2 and F3 is missing, for example, and 

there is no abrupt change in spectrum corresponding to release. Secondly it needs to be demonstrated also that the 

idiosyncrasy is the same in both suspect and offender. (Nevertheless of course it is clear that the F-pattern acoustics are 

very similar in both tokens.)  

 

    
 

Fig. 22. Spectrograms of Ali tokens in offender (left) and suspect recordings.  X-axis = duration (csec.), y-axis = 

frequency (Hz). 

 

This example is interesting also because it is probably the closest one can get with speech to a DNA match. The 

main difference, of course, is that the probability of getting the same idiosyncrasy in suspect and offender samples 

under the prosecution hypothesis is highly unlikely to be 100%. However, even with a conservative estimate of, say, 

85% for this probability (estimated with a beta prior and a Bernoulli likelihood), the probability of getting the 

agreement in idiosyncrasy assuming an alternative hypothesis is going to be considerably lower – it is, after all, an 

idiosyncrasy. So the LR for the evidence will be in favor of the prosecution. (Assuming, again conservatively, that, say, 

1 in 100 speakers has this idiosyncrasy, the likelihood ratio will be 85).   

As always, just how much in favour depends on the prior. The hoax phone call was made from a booth in a 

relatively quiet town and the precise time of the call was also known. The call also contained specific information about 

an individual’s name and address. This means that the prior would also be unlikely to be heavily against the suspect, 

who was within about 700 meters of the booth at the time of the call and also knew the individual’s name and address. 

The implications of all this were explained to the investigating authority and the defence solicitor. The suspect then 

acknowledged his guilt.  

9. Summary 

I have tried in this paper to give an idea, with higher-level features, how the likelihood ratio framework can inform 

research and actual casework. In examining speaker-dependent information in that part of the audio biosignal concerned 



 

with speech sounds, this paper has demonstrated that estimating LRs from the formant and F0 trajectories over a 

disyllabic word can indeed yield reasonable strength of evidence, and that it may be a viable approach in real case-work 

when such words exist. It has also shown that different formants may warrant different orders of polynomial for an 

optimum performance. Contrary to expectations, higher order polynomials did not achieve the best results, indicating 

that phonetic detail may constitute noise rather than signal; and so the idea of benefitting from between-speaker 

differences in trajectories linking complex vocalic targets has not been borne out. It was also shown that, although 

evidence strength from single higher level features can be poor, their combination can result in LRs of useful 

magnitude.  

At the beginning of this paper I suggested that the forensic voice comparison expert’s primary aim is to help 

interested parties decide whether the suspect said the questioned speech, and some examples were given of real cases 

where acoustic-phonetic higher-level features were compared, even though the absence of reference sample rendered 

LR estimation problematic. It is important to note that the LR framework was still retained. Now, one would not be so 

naïve as to believe that the outcomes noted were the result of the forensic voice comparison alone: there was other 

evidence contributing to the outcome in addition to that from the forensic voice comparison.  (This should always be the 

case: some of the examples in this paper have shown that the strength of semi-automatic forensic voice comparison 

evidence can not normally be expected to be great for single features, and so I always advise against relying exclusively 

on forensic voice comparison evidence.) Neither can one assume that the comparisons convinced by virtue of their 

rationality alone: people will presumably make decisions based on all sorts of aspects of a forensic report. Nevertheless 

it is clear that such information can help in the decision. 
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